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Introduction

1 Introduction

1.1 Introducing Ishlangu Application Delivery Controller

Ishlangu is a high performance, application delivery controller (ADC) which allows
organizations  and  cloud  operators  to  create,  manage,  secure  and  deliver  key
services such as Web Services. 
Ishlangu 's innovative process architecture ensures it can handle large volumes of
application traffic efficiently. It's multi-node cluster  scalability  allows you  to  add
more  Ishlangu  nodes  to  your  cluster  as  the  need  arises.  This  allows  for  the
performance of your application delivery infrastructure to grow horizontally. 

Ishlangu  is  a  highly  capable  and  flexible  solution  that  can  be  adapted  and
extended  as  new  application  requirements  arise.  With  the  intelligent  uControl

 language, you can write sophisticated, tailored application traffic policies
to  inspect,  transform,  manage  and  route  requests  and  responses.  uControl

 can manage traffic at both Layer 4 and Layer  7,  providing  full  control  of
your application stream and it's underlying network connection.

Ishlangu  application  delivery  controllers  are  secure  out-of-the-box,  and  are
hardened against intrusion and Denial-of-Service (DoS) attacks.  Support  for  the
fastest  and  strongest  SSL  encryption  technologies,  and  efficiently  decrypt  and
encrypt a large number of SSL connections. Full application traffic  inspection  as
well  as  acceleration  algorithms  can  be  applied  to  the  encrypted  request  and
response while retaining full end-to-end security.

For  critical  environments,  where  high-availability  is  essential,  Ishlangu's
innovative multi-node cluster technology is a must. It allows you to have multiple
active and  passive Ishlangu units for  redundancy.  If  one of  the active units fail,
another unit is available and brought into action automatically. This ensures that
there is no single point of failure in the system.

A  centralized  web-based  administration  console  monitors  and  manages  each
Ishlangu appliance in your appliance delivery infrastructure.

1.1.1 Typical Deployment

Ishlangu  is  installed  in  the  network  between  the  internet  and  your  back-end
servers. It works in reverse proxy mode, which means that it proxies requests on
behalf of the web servers it protects. The client connects to Ishlangu as if  it  was
the real back-end application server, Ishlangu validates the request and forwards
it to the back-end application server, if the request is not hostile.

You may install two or more Ishlangu appliances in a clustered environment to
provide full fault-tolerance to individual hardware and software failures, although
these clusters cannot directly span EC2 regions or beyond the network boundary
of an Amazon VPC (see below for more details). A typical configuration will
contain at least two Ishlangu appliances, and at least two servers hosting the
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load-balanced application.

1.1.2 Product Variants

The Ishlangu product line is available in a variety of forms on different platforms:

As an installable software on bare-metal servers.

As a virtual appliance, with versions for VMware, Microsoft Hyper-V and
Citrix Xen Server.

As an Amazon Machine Image (AMI) for use on Amazon's Elastic Compute
Cloud (EC2) platform.

Please refer to the release notes included with your product variant for a full list of
supported platforms and versions.

A tailored edition of this manual is available for each of the above. Some
instructions may only apply to certain specific platforms; this is noted in the
manual.

2 Getting Started

2.1 Network Configuration Essentials

The main components for a basic application delivery infrastructure are:

One or more Ishlangu nodes 

A number of back-end application servers.

The Ishlangu nodes must be able to  receive application  traffic  from  the Internet
and they must also be able to contact the back-end servers.

The  back-end  application  servers  will  usually  be  visible  only  from  an  internal
network  (LAN).  The  Ishlangu  nodes  do  not  need  to  route  traffic  between  the
Internet and the back-end application servers.

Ishlangu is  usually  deployed  as a  multi-homed appliance.  On  network  interface
card is visible to the Internet; one or more network interface cards are exposed to
the internal  private networks where the back-end servers are located.  It  is  also
easy  to  configure an  Ishlangu appliance  with  a  single  network  card,  where  the
appliance  can  contact  both  the  clients  and  the  back-end  servers.  This  is  a
common practice during an evaluation or in a testing environment.

A  fully  fault-tolerant application  delivery  infrastructure consists  of  two  or  more
Ishlangu  appliances  with  several  back-end  application  servers.  If  any  one
machine fails, Ishlangu's fail-over capabilities ensure that requests are re-routed
to other machines to ensure there is no single point of failure.
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2.2 Amazon VPC Support

Amazon Virtual Private Cloud (VPC) lets you provision a private, isolated section
of the Amazon Web Services (AWS) Cloud where you can launch AWS resources
in a virtual network that you define. Instances launched within the VPC have
private addresses assigned to them from a range you define.

Ishlangu AMIs can be deployed inside or outside of a VPC. There are, however, a
number of differences in the way that Ishlangu handles IP addressing when
deployed in a VPC. This is described in greater detail in CHAPTER 5

 Note - References to EC2 instances within this guide should be taken to mean
Ishlangu instances launched into Amazon EC2 regardless of whether a VPC is
used or not. Where functionality differs, this will be addressed with the relevant
information given. 

This guide assumes you are familiar with VPC functionality in Amazon EC2.
Futher details of VPC capabilities, implementation and deployment can be found
at http://aws.amazon.com/vpc 

2.3 Prerequistes

To deploy the Ishlangu system on Amazon EC2, you will need the following:

An Amazon Web Services (AWS) user account

A subscription to the EC2 version of  Ishlangu you want to use

Management tools to allow you to create and destroy EC2 instances, such as
Amazon's AWS management console.

It is also useful to have one or more test servers (e.g. webservers) that you can
direct traffic to.

All Ishlangu software is administered using a web-enabled user interface. You
should ensure you are using one of the following web browsers for this purpose:

Firefox - v.11 or greater;

Chrome - v.18 or greater;

Safari - v.5.1 or greater.

More information on setting up an AWS account, including EC2 subscriptions, can
be found here: http://docs.aws.amazon.com/gettingstarted/latest/awsgsg-intro/
getstarted.html

http://aws.amazon.com/vpc
http://docs.aws.amazon.com/gettingstarted/latest/awsgsg-intro/getstarted.html
http://docs.aws.amazon.com/gettingstarted/latest/awsgsg-intro/getstarted.html
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3 Creating an Ishlangu Instance

Before you begin, you should ensure that you have all the information discussed
in the Prerequistes section of CHAPTER 2 above.

Your Ishlangu software is packaged on EC2 as an Amazon Machine Image (AMI).
An AMI is a template from which virtual machines can be created. In order to use
the software you must create on or more 'instances' of this AMI. Each instance is
a version of the Virtual Appliance, with the Ishlangu software preinstalled. No
other installation is necessary - all that is needed is to log into the instance and
configure it.

All references to the term 'appliance' in this manual refer to the EC2 Ishlangu
product variant.

3.1 Before you begin

Ishlangu is controlled through the web-based Admin Console. To access the
Admin Console you will have to connect to TCP port 1111 on the virtual machine
instance. However, traffic to this port is blocked by EC2's default firewall rules. In
order to access the Admin Console you must create a new EC2 Security Group
that allows Admin Console traffic to pass through the firewall. You only need to
create the security group once, but you must remember to apply it every time you
launch a new Ishlangu instance. Outside of a VPC, a security group cannot be
added to a virtual machine instance after it is launched.

The following example shows you how you can use Amazon's command line
tools to create a security group called Ishlangu-AdminConsole, which allows
connections to the Admin Console port on the virtual machine instance from any
address in the 79.99.71.64/26 subnet:

ec2-create-group Ishlangu-AdminConsole -d "Ishlangu Admin Console"

ec2-authorize Ishlangu-AdminConsole -P tcp -p 1111 -s 79.99.71.64/26

 Note - The above sample of arguments are used for documentation purposes
only. You so should define your own security group and subnet when running
these commands. However TCP port 1111 should be used in all cases.

High-Availability cluster communications must also be enabled, using the same
method. To allow Ishlangu cluster to operate within a single EC2 region, the
following commands should be issued:

ec2-authorize Ishlangu-AdminConsole -o Ishlangu-AdminConsole \
-u <AWS Account Number> -P tcp -p 1029

ec2-authorize Ishlangu-AdminConsole -o Ishlangu-AdminConsole \
-u <AWS Account Number> -P tcp -p 30865
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These commands ensure that the security group opens up the necessary TCP
ports for connections from other instances in the same Ishlangu-
AdminConsole security group, launched by the specified <AWS Account
Number>.

You will also need to open ports for each proxy server you create on your
Ishlangu virtual instance. The following commands allows traffic to HTTP (TCP
80) and HTTPS (TCP 443) from any Internet address:

ec2-authorize Ishlangu-AdminConsole -P tcp -p 80 -s 0.0.0.0/0

ec2-authorize Ishlangu-AdminConsole -P tcp -p 443 -s 0.0.0.0/0

It is also possible to create security groups using graphical management tools.

3.2 Launching a new Ishlangu AMI

You need to know the name of your key pair and the Availability Zone from which
they were created before you can complete this task.

You need to have an EC2 Amazon Machine Image (AMI) to deploy Ishlangu.

 Note - This task illustrates the Amazon Web Interface. However, Shaka
Technologies recommends that you refer to Amazon user documentation for the
latest documentation. 

1. Log in to your account on Amazon Web Services (AWS) marketplace.

2. In the Search AWS Marketplace bar, type Ishlangu adc and then click GO.
The Ishlangu virtual appliance for AWS option is displayed.

3. Click Ishlangu  Load Balancer ADC - <Version> and then click the
CONTINUE button (Where <Version> is the Ishlangu licensed model you
want to run i.e IS-200 for 200Mbps).

 Note - You may wish to take a moment to browse the pricing details to
confirm that the region you select provides the resources you require. If you
are deploying to a VPC and determine that the resources you need are
provided in a region other than the one in which you created your VPC,
create a new VPC in the correct region before proceeding. 

The Launch on EC2 page is displayed.

4. Click the 1-Click Launch tab.

Launching Options for your EC2 AMI are displayed.

5. Select the Ishlangu software version appropriate for your installation.
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 Note - There are a number of factors that determine which region will
best suit your requirements. Please refer to Amazon user documentation for
additional detail.

6. If you are deploying to a VPC, ensure that the necessary VPC settings are in
place. If they are not, 1-click will ask you to set this up. Click on the Set up
button:

a. Under the VPC Settings section, select the VPC you want to deploy
the virtual machine instance into.

b. Select the subnet the instance will have connectivity to, under the 
Network Interface section.

c. Once you have completed the settings for VPC, click on the Done
button.

7. Select an Instance Type appropriate for your use.

The Launch Instance Wizard displays a message to let you know your instance is
launching. Your new AMI will appear in the list of instances when it is fully
launched. 

 NOTE - Only instances created with a single network interface are supported in
EC2 Classic. If you require a multi-homed deployment, you will have to deploy
your Ishlangu AMI instance within a VPC. 

3.3 Connecting to the Admin Console

When you create a new EC2 instance, it will initially be listed as pending while it
starts up. Wait until the instance is listed as running and make a note of the public
DNS name or public IP address associated with it. This is the address of the
Ishlangu Admin Console.

Instances launched into a VPC are not initially assigned publicly available IP
addresses. Connecting to the Admin Console will therefore only be possible if you
have a direct connection to the private IP address range in the VPC via a secure
VPN. If you are unable to access the Admin Console through the VPN, a public IP
address must be associated with one of the private IPs defined in your instance.
This can be achieved by allocating a new Elastic IP Address through the AWS
console, and then associating it with the primary private IP address in your
instance. If you do not choose to associate the Elastic IP Address with an instance
straight away, the address will remain attached to your EC2 account until you
release it.

 Note - Elastic IP Addresses are allocated for use with instances either inside or
outside a VPC, but not both. When allocating a new Elastic IP Address for use with
a VPC-based instance, you should ensure you select VPC when prompted. 

Once the instance is running, and publicly available, point your web browser at the
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following URL:

https://<management_port_EI_address>:1111/

Where <management_port_EI_address> is either the public DNS name or
public IP address listed by your AWS management tool.

 Warning -  Instances launched into  a  VPC have no  resolvable hostname.  The
Elastic IP you associate with the primary private IP defined in your instance must
be  used  for  all  communication  with  the  Admin  Console,  if  you  do  not  have  a
Secure VPN setup.

Verify  that  you  can  connect  to  the  Admin  Console  using  a  web  browser,  then
proceed to Initial Configuration.

Before you are shown the Admin Console, your web browser may report problems
with the SSL certificate (either that it cannot trust  it,  or  that  the hostname in  the
certificate does not match the hostname in the URL). These can safely be ignored
- the certificate is self-signed, and the hostname in the certificate may not match
the URL  you  have used  to  access  it.  This  is  because  an  instance's  public  DNS
name and IP address are different to  the private DNS  name and IP  address the
instance uses within the EC2 network.

3.4 Removing an Instance

You can terminate a Ishlangu instance by clicking on the Terminate action, in the
AWS Console.

 Warning  -  Please  note  that  the  instance  will  be  shutdown  and  permanently
destroyed. You will lose all configuration and data associated with  that  Ishlangu
instance.

4 Initial Configuration

4.1 Initial Setup Wizard

A freshly-installed Ishlangu appliance requires some basic information in order to
function. This information is requested over a series of steps that form the Initial
Setup Wizard. The first time you access the Admin Console the Initial Setup
Wizard will appear.

Accept the License Agreement

You will first be asked to read and accept the Shaka End User License Agreement:

https://<management_port_EI_address>:1111/
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Please read the agreement carefully. If you agree to its terms, click on the Accept button. You will not
be able to proceed with the wizard, and thus use the software, if you do not accept the license
agreement.

Cloud Instance Verification

The next page asks you for the Ishlangu appliance AMI Instance ID. This is to
ensure you are configuring the correct Ishlangu appliance AMI instance. Simply
copy the AMI Instance ID in your EC2 console for the Ishlangu appliance instance
you are configuring and click Next.

Configure Networking (Only in VPC)

The next page asks you for the Ishlangu appliance network configuration. This
will only display if you have deployed the instance into a VPC. At this stage you
are required to enter the IP address for the management interface (usually the
first interface installed on the appliance eth0). You will also be able to define the
default gateway address and DNS server for the appliance.

 NOTICE - These settings will replace the temporary address set during setup
and initial boot - clarification of the network settings to be applied will be given
prior to completing the wizard.

An explanation of each of the fields is given below:
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IP Address: The IPv4 IP address in dotted quad notation (e.g. 10.0.0.181) for
the management interface. Shaka Technologies recommends setting this to
the Default Private IP address for the management network interface. 

Subnet mask: The netmask for the associated IP address (e.g.
255.255.255.0) for the management interface. 

DNS Server: The name server used for DNS resolution for the management
interface. In a default AWS VPC deployment the second IP address in the
private subnet's range is always reserved for the private DNS server (e.g.
10.0.0.2)

Gateway: The IP address of the default gateway for the appliance. This IP
address is used for network connectivity tests made by your Ishlangu
appliance. Outbound HTTPS access to services.shakatechnologies.com is
required for installing updates and a license on the appliance. In a default
AWS VPC deployment the first IP address in the private subnet's range is
always reserved for the subnet's gateway address (e.g. 10.0.0.1).

Timezone Settings

On this page you can set the time zone for the Ishlangu appliance. Setting this
correctly will ensure that any logs and reports generated by the appliance have
the correct timestamps:

Once the Initial Setup Wizard is complete, you can also configure each virtual
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appliance to synchronize with a collection of Network Time Protocol (NTP)
servers. Navigate to Management >> System Settings >> Date and Time to setup
these settings. You will need to modify your VPC security groups to allow
outbound access for UDP traffic on port 123.

Admin Password

On the next page, you can set the password for the default administrator account
(admin). This is the master password that is used when configuring the Ishlangu
appliance via the Admin Console:

License Key (Only for BYOL instances)

Ishlangu requires a license key to operate. The throughput limits and
maintenance duration are determined by the license applied, the details of which
can be seen in the Management >> Licensing page of the Admin Console once the
Initial Setup Wizard has completed.

You can choose either to upload the license key now, or to upload it later once you
have completed the wizard. Where no key is provided, the system will prompt for
the license key on every login attempt, until the key has been supplied.

Summary

Finally, the initial setup wizard will show you a summary of the settings you have
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configured. You should review these, paying particular attention to the network
settings, since your appliance may become non-contactable if you have made an
error. If you wish to make any changes, use the Back button to skip back through
the wizard to the appropriate page:

Once you are satisfied with your settings, click the Finish button. The Ishlangu
instance will reboot to ensure all configuration changes take effect. When the
system completes the reboot, open your web browser and connect to the
following URL:

https://<management_port_EI_address>:1111/

Where <management_port_EI_Address> is the elastic IP address
associated with the Ishlangu AMI instance's management interface's default
private IP Address, you setup in the Initial Setup Wizard.

4.2 Upgrading Instances

The Management > Updates menu allows for the download and installation of
firmware updates. Regularly installed updates keep your Ishlangu unit up to date
with the latest bug-fixes, product improvements, security signatures and virus
patterns. Each update is digitally signed and encrypted by Shaka Technologies -
any unsigned or forged update will be rejected.

There are two types of updates available:

Firmware updates: A firmware update contains bug-fixes and feature
enhancements for the Ishlangu unit.
Pattern updates: A pattern update keeps the anti-virus engine's virus
signature database up-to-date.

The Firmware dialog pane displays the current firmware version. If there are
available updates to download, the AdminConsole will alert that "Your firmware is
outdated!" and will allow you to download the available firmware updates by
clicking on the Download Updates button. Your Ishlangu units will poll the Shaka
Technologies Update service every hour for anti-virus pattern updates. If a new
pattern set is available, the Ishlangu unit will download and update the virus
signature database automatically.

https://<management_port_EI_address>:1111/
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 Note - You will require a valid maintenance agreement and license in order to
download and install firmware and pattern updates. Please ensure the unit's eth0
network interface is connected to a network with a firewalled internet connection
that has HTTPS (TCP 443) outbound access to services.shakatechnologies.com.
Also ensure the eth0 network interface is registered with the IP address defined in
the license agreement.

The Available Updates data table displays the downloaded updates available to
install on the Ishlangu unit. Firmware updates need to be installed in a particular
order, therefore only one update will have the Install button enabled at any given
time. In order to install the update click on the Install button.

 Warning- During a firmware update, you will be logged out of your Admin
Console session. The unit may be rebooted to facilitate certain core engine
updates. 

 Warning - All nodes in a cluster must be updated to the same firmware level,
before making any further configuration changes. Failing to do so will result in a
corruption of your cluster's configuration.

5 Useful System Information

5.1 Basic Configuration

An Ishlangu appliance manages traffic for application services such as (HTTP,
HTTPS) servers and web services (SOAP).

An application service is published as an IP address and port, and accepts traffic
using the appropriate protocol.

A website is hosted on www.companyname.com. This DNS name resolves to the
IP address 79.99.76.67; the server listens for HTTP traffic on TCP port 80 at this
address.

Within an Ishlangu appliance, all the traffic for a particular service is handled by
a proxy server. A proxy server is the interface between Ishlangu and the remote
clients on the Internet. A proxy server is setup to listen on a particular port and
handle traffic for a particular protocol.

When the proxy server receives a request, it may route it to a particular server
farm. This is a collection of back-end application servers. The server farm load
balances traffic across all the servers in the farm. A server farm may share back-
end servers with other farms. Modifying the settings of a back-end server within
the Server Farm Edit page (Disabling, Draining and Monitoring) will only affect the
back-end server for that server farm.

In order to decide which server farm to use for a particular request, the proxy
server can apply a list of . A rule can inspect the incoming

http://www.companyname.com
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request, and decide what action to take with it. It can choose a server farm to
handle the request. It could drop the request, modify its contents or pass the
request on to the next rule in the list. If no rule makes a positive routing decision,
the request is assigned to the proxy server's default farm.

If a back-end server in the server farm should fail, the Ishlangu's health
monitoring will detect this automatically and will stop sending requests to that
server. Traffic is distributed to other back-end servers in the farm with no visible
disruption to the request.

After a server farm has decided which back-end server is to receive the request,
the request is passed to the Ishlangu Application Firewall engine. The Ishlangu
Application Firewall is a highly scalable application aware firewall that employs a
hybrid security model. It provides a scanning engine and attack signature
recognition to protect against known application attacks such as SQL injection or
Cross-site Scripting (XSS). The scanning engine also enforces a positive security
model on all data submitted by end-users, protecting applications from zero-day
exploits. 

Each server farm is configured with a firewall policy, which defines the level of
protection required for all back-end servers in the farm. The Ishlangu Application
Firewall enforces this policy against all inbound request traffic and all outbound
response traffic. Once the request has been filtered and nothing malicious has
been detected, the request is forwarded to the back-end server. 
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An Ishlangu appliance can run many proxy servers, one for each application
service it manages. Each proxy server can apply several rules to process traffic,
and can route inbound requests to an unlimited number of server farms.

Rules are maintained in the rules repository, which holds all the rules which have
been written for the system. A rule in the repository can be applied to any proxy
server.

Two or more Ishlangu appliances can be arranged into a multi-node cluster.
Configuration is shared across all the Ishlangu appliances in the cluster. Each
member of the cluster runs the same proxy servers, using the same rules etc.

The Internet facing IP addresses used to host the application service or the IP
address the proxy server listens on, is called a Virtual IP Address. A virtual IP
address resides on a particular network interface and can be used by a proxy
server to publish a service. In a multi-node cluster the virtual IP address is shared
between all the members of the cluster. If an Ishlangu appliance within a cluster
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fails, the virtual IP addresses currently listening on that appliance will be
distributed to the other members in the cluster.This, with the server farm health
monitoring and fail-over, gives full fault-tolerance for the published application
service.

5.2 Adding additional network interfaces for VPC instances

When you first create a virtual private cloud (VPC), there are typically only two
network interfaces associated with it. Shaka Technologies recommends adding a
third network interface to the VPC and modifying the security group on the
interface associated with the External subnet.

1. From the Services tab at the top of the screen, select EC2.

2. In the Navigation pane, select Network Interfaces. The Network Interfaces
screen opens.

3. Click the Create Network Interface button (at top left). The Create Network
Interface dialog box opens.

4. In the Description field, type Internal 10.0.2.0-24 (or a similarly mnemonic
name).

5. In the Subnet field, select 10.0.2.0/24.

6. From the Security Groups list, select Ishlangu-SG-Internal.

7. Click Yes, Create AWS adds your network interface to the list.

8. Select the network interface associated with the 10.0.1.0/24 subnet, if one
does not exist do the following:

a. In the Network Interfaces screen, Click the Create Network Interface
button. The Create Network Interface dialog box opens.

b. In the Description field, type External 10.0.1.0-24 (or a similarly
mnemonic name).

c. In the Subnet field, select 10.0.1.0/24.

d. From the Security Groups list, select Ishlangu-SG-External.

e. Click Yes, Create AWS adds your network interface to the list.

9. Select the Actions > Change Security Groups option. The Change Security
Groups screen opens.

10. Select the Ishlangu-SG-External security group, from the Security Groups
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list.

11. Click Save, and AWS will save the changes to the network interface.

12. Right-click the network interface associated with the 10.0.1.0/24 subnet,
and select Attach. The Attach Network Interface dialog box opens.

13. From the Instance list, select the Ishlangu AMI you created

14. Right-click the network interface associated with the 10.0.2.0/24 subnet,
and select Attach. The Attach Network Interface dialog box opens.

15. From the Instance list, select the Ishlangu AMI you created.

5.3 License Keys

Typically, a suitable license key is pre-built into the Ishlangu AMI and it need not
be requested for each new instance. You cannot delete/update a built-in license
key.

In the case of BYOL (Bring your own license) AMI's you will need to provide the
license key purchased directly from Shaka Technologies. 

  Note - For BYOL instances, please ensure that the unit's eth0 network interface
is connected to  a  network  with  a  firewalled  internet  connection  that has HTTPS
(TCP 443) outbound access to services.shakatechnologies.com . Also ensure the
eth0  network  interface  is  registered  with  the  IP  address  defined  in  the  license
agreement

6 Virtual IPs and Fault Tolerance on the EC2 Platform

A cluster of Ishlangu units can transfer Elastic IP Addresses from one to another
if a unit fails. Distribution of traffic in a cluster is defined by means of Virtual IP
addresses or VIPs in Network > Interfaces > VIPs. A virtual IP address is an
additional IP address bound to a specific network interface on the Ishlangu unit.
An Ishlangu proxy can bind to any one of these virtual IP addresses in order to
securely publish your web application. 

 Note - Clustering Ishlangu instances and the use of VIPs on the EC2 platform
is only supported within a VPC.

6.1 IP Addressing differences in EC2

A Ishlangu instance's published IP addresses are implemented using Amazon's
Elastic IP addresses. An Elastic IP Address is a public IP address that can be
reserved and assigned manually to a virtual machine instance, replacing the
randomly-assigned public IP address that the instance was allocated with when it
was created ( or, in the case of VPCs, to map to the private IP addresses raised
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when the instance is created). The instance's private IP address and private DNS
name do not change when the Elastic IP Address is assigned.

Amazon places some restrictions on Elastic IP Addresses that are reflected in the
behavior and capabilities of Ishlangu IP Addressing on EC2. Outside a VPC, an
EC2 instance can only have one public IP address (Default or Elastic) assigned to
it at a time, and all traffic to that Elastic IP Address is delivered to the same
instance. Instances created in a VPC can have two or more Elastic IP Addresses
assigned to it. 

Therefore, on all EC2 Classic instances:

The instance can only contain one Elastic IP Address which can be mapped to
the management interface of the unit by navigating to Network > Interfaces >
Interfaces tab and clicking on the Add Public IP Address button. Doing so may
disconnect you from your current Admin Console session. Simply connect to the
admin console using the new Elastic IP Address.
Proxies are bound to the management interface's IP address by default. 

However, on instances running inside a VPC:

The instance will automatically map Virtual IP Addresses to Elastic IP
Addresses. The maximum number of Elastic IP Address that can be mapped, is
defined by the instance type you are running. VIP to Elastic IP Address mapping
can be done by navigating to the Network > Interfaces > VIPs tab and creating a
new Virtual IP Address.
You can also map an Elastic IP Address to any of the network interfaces defined
in Network > Interfaces > Interfaces tab.
Virtual IP Address failover may be slower on EC2 than on other platforms.

  Warning - Amazon does not charge for Elastic IP Addresses that are in use -
that is, Elastic IP Addresses that are assigned to running instances. However it
does charge for unused Elastic IP Addresses. There is also a charge for moving
an Elastic IP Address from one instance to another, but the first 100 such moves
in each billing period are currently free. It is therefore advisable to create only as
many Elastic IP Address as you need, and to avoid unnecessary failovers.

For up to date information on EC2 pricing policies and instance type limitations
please refer to Amazon's own EC2 documentation.

 Note - In order for Ishlangu to map Elastic IP Addresses you must provide your
EC2 Access Key ID and Secret Access Key, through the Cloud Settings  section of
the Management > System Settings > Global Settings tab.
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6.2 Fault Tolerance

Virtual IP Addresses

A  Virtual  IP  Address  is  an  additional  IP  address  bound  to  a  specific  network
interface on  the Ishlangu unit.  An  Ishlangu proxy  can  bind  to  any  one  of  these
virtual IP addresses in order to securely publish your web application. 

In a cluster, virtual IPs belong to all nodes in the cluster, however it will only reside
on  one  node  at  any  given  time.  With  Active/Passive  clustering,  the  virtual  IPs
reside on the master node. Only if the master fails will the virtual IPs then  reside
on the backup node. In an Active/Active cluster, the virtual IPs are distributed (in a
round-robin scheme) to all AVAILABLE nodes in the cluster. When a node fails, it's
virtual IPs are redistributed to the remaining AVAILABLE nodes in the cluster.

For  example,  a  web service may  be published  on  IP  address 80.169.169.2.  You
can ensure that the service is always available by adding that IP  address (or  it's
translated internal address)  as a  Virtual  IP  address to  the cluster.  The Ishlangu
cluster will raise that IP address and manage all of the traffic to it. 

Elastic IP transference within a Cluster

Each  Virtual  IP  Address  is  raised  on  one  of  the  Ishlangu  units  in  a  cluster.
Ishlangu automatically maps this VIP to an Elastic IP Address. All traffic destined
for the Virtual  IP  Address is  handled  by  the Ishlangu unit  that  currently  has the
Virtual  IP  Address  raised.  Any  other  Ishlangu  units  in  the  cluster  run  as  'hot'
spares, ready to take over if the active unit should fail.

Each  Ishlangu  unit  reports  periodically  to  the  others,  and  if  the  Ishlangu  unit
currently hosting the Virtual IP Address should fail, one of the remaining Ishlangu
units will take over its share of traffic. This will ensure that  services that depend
on the Virtual IP Address are always available.

 Note - Clustering Ishlangu instances and the use of VIPs on the EC2 platform
is only supported within a VPC.

6.3 Creating Virtual IPs

On the Network >> Interfaces >> Virtual IPs tab you can create and manage virtual
IP addresses on the Ishlangu cluster. The Virtual IPs data table shows the
currently defined virtual IPs and the interface they are bound to. 

Add VIP

To configure a Virtual IP, proceed as follows:

1. On the Network >> Interfaces >> Virtual IPs tab, click on the New button.
The Configure Virtual IP Address pane will appear.
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2. Define the following configuration items in the Configure Virtual IP Address
dialog pane:
Virtual IP: The IPv4 additional address to add to the system.
Interface: Select the network interface to bind the IP address to.
Master Node: (Active/Active Cluster Mode Only) Select the ID of the master
node that the virtual IP belongs to. 
It is recommended that the default option, Automatic be selected to ensure the
proper distribution of IPs to AVAILABLE cluster nodes.

3. In order to add the virtual IP to the configuration, click on the Save button.

The Virtual IP will be added to the Virtual IPs data table and the VIP will be
listening on the assigned interface of the MASTER node in the cluster. Ishlangu
will automatically map the Virtual IP Address to an Elastic IP Address and will
display the EIP in the Public IP Address column of the Virtual IPs data table.

 Warning - It is good practice always to check if another machine on your
network is using an IP before you assign it as a virtual IP. Whatever you do - don't
set one of your clustered node's management IP in here as this will cause the
machine to reject all network traffic. This can be quite tricky to recover from.

Modify VIP

Modifying a Virtual IP address, allows you to manually set the MASTER node for
that VIP.

 Note - You can only modify virtual IPs when the cluster mode is set to
ACTIVE_ACTIVE and there are more than one Ishlangu unit in the cluster.

To edit a virtual IP, please proceed as follows:

1. On the Network >> Interfaces >> Virtual IPs tab, click on the Edit button
associated with the virtual IP you wish to edit.
The Configure Virtual IP Address pane will appear.

2. Define the following configuration items:
Master Node: (Active/Active Cluster Mode Only) Select the ID of the master
node that the virtual IP belongs to.

3. Save the changes made, by clicking on the Save button

The virtual IP changes will be saved and the VIP will be listening on the assigned
interface of the selected MASTER node in the cluster.

 Warning - It is recommended that you do not modify the Master Node of a
virtual IP address as this can lead to an imbalance in your ACTIVE_ACTIVE
cluster. The default setting ensures that your cluster operates efficiently to ensure
traffic is distributed evenly across all nodes in the cluster.

Remove VIP

To delete a Virtual IP and its mapped Elastic IP Address, simply click on the Delete
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button associated with the Virutal IP you wish to delete. When the Delete Virtual
IP confirmation dialog box pop-up appears, click on the Yes button to delete the
virtual IP. The un-mapped Elastic IP Address will automatically be released back
into the EC2 public pool. 

 Warning - The system will not allow you to delete a virtual IP that is currently
being used by a proxy.

6.4 Cluster Health Checks

In the Admin Console the Management >> High Availability >> Cluster Nodes data
table will display the current state of a specific node. Each node within the cluster
can be in one of the following states. A clustered node's state is  indicated  by  the
traffic  light  indicator.  Each  color  represents  a  specific  operational  state  of  the
node:

Clustered Node State

Available - The node is up and available
to process application traffic.

Failure - The node is unreachable,
marked as down and is therefore
unavailable to process application traffic.
When a node's state is red, user action is
usually required.

All nodes monitor themselves by means of a heartbeat signal, a periodically sent
multicast UDP packet is used to check if the other nodes are still alive. If any node
fails  to  send  this  packet  due  to  a  technical  error,  the  node  will  be  declared  as
FAILURE. 

 Note: In case of a fail-over event, the unit that takes over operations performs
an ARP announcement (also  known as gratuitous ARP).  This is  usually  an  ARP
request  intended  to  update  the  ARP  caches  of  other  hosts  or  network  devices
which received the request. Gratuitous ARP is utilized to announce that the IP  of
the  master  was  moved  to  the  slave.  Ensure  that  all  nodes'  eth0  interface  is
configured and connected to the same subnet.  This is  the management network
interface  and  is  responsible  for  cluster  management,  synchronizing  and
distribution of configuration data.

Cluster Diagnostics

The Cluster Diagnostics page reports any cluster problems the Ishlangu unit finds
with your setup, such as unavailable nodes or bad configuration. 

The Cluster Fault Detected notification signals a problem with the cluster. Click
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on the link and you will be taken to the cluster diagnostics page where you can
troubleshoot the issue.

Node Down

When one of the nodes in the cluster fails to respond to the heart beat signals sent
by the other nodes in the cluster, the node is marked as FAILURE and the cluster
fault notification appears. Please ensure that you recover any lost nodes, prior to
making any configuration changes. This will make sure no configuration conflicts
occur.

Node Out of Sync

It is possible for a node's configuration to fall out of sync with the rest of the
cluster. If this were to occur the cluster fault notification will appear. To re-sync
the node's configuration proceed as follows:

1. Click on the Cluster Fault Detected notification
2. Under the out of sync notification, click on the Synchronize button.

The confirmation dialog box should appear.

Configuration Conflict

When more than one administrator makes a configuration change on different
nodes, a cluster configuration conflict may occur. If this happens the cluster fault
notification will appear. To resolve the conflict proceed as follows (Please ensure
only one user is logged into the cluster to perform this procedure):

1. Click on the Cluster Fault Detected notification.
The Cluster Synchronization Conflicts data table should appear.

2. Click on the Accept button associated with the node whose changes you wish
to keep.
The configuration update confirmation should appear as well as the
notification that there are no cluster issues detected.

 Warning - It is imperative you do not  make any configuration changes when a
Cluster  Fault  has  been  detected.  If  you  do  make  a  change,  you  could  risk
corrupting  your  configuration.  Please  resolve  all  cluster  errors  prior  to  making
any further changes to your configuration. 

7 Further Resources

7.1 Ishlangu Manuals

Your  application  management  system  includes  an  Installation  and  Getting
Started Guide, which is intended to get you up and running quickly. There is also
a full manual for the uControl  rules language.
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You can access these manuals via the Admin Console by navigating to Support >>
Manuals  or  download  the most recent versions from  the Shaka  Documentation
Portal:

http://docs.shakatechnologies.com/ishlangu

7.2 Online Help

Click on the Help button on any page of the Admin Console to see detailed help
information for that page. The left-hand navigation menu, allows you to easily
navigate the help text. The help text search facility will help you find specific
items.

The Application Security >> Rules >> Rule page also has a link to the uControl
, a quick reference guide to all available functions.

7.3 Shaka Websites

For more information about Shaka Technologies and its products, please visit our
website at http://www.shakatechnologies.com

Shaka  provides  several  resources  to  ensure  you  have  everything  needed  to
effectively use Ishlangu. The following web-based resources are available:

http://support.shakatechnologies.com. The  main  Shaka  support  portal  for
all Shaka products. This portal provides the following useful tools:

o Support  case  management  -  Get  support  for  Shaka  products  from
Shaka Technologies dedicated support.

o Knowledge  base  -  Stores  a  lot  of  example  configurations  and
troubleshooting tips.

o Community forums - Community led support and troubleshooting tips.

http://help.shakatechnologies.com. The up-to-date online context-sensitive
help system. 

http://docs.shakatechnologies.com The Shaka  product documentation  site.
All up-to-date PDF versions of all Shaka documentation.

http://docs.shakatechnologies.com/ishlangu
http://www.shakatechnologies.com
http://support.shakatechnologies.com
http://help.shakatechnologies.com
http://docs.shakatechnologies.com
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