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1 Introduction

This section provides some basic information about how this guide is formatted and will also give you
a foundation of Ishlangu. You will be guided through the fist  steps to get  Ishlangu setup,  introducing
some important concepts and describing the most significant parts of Ishlangu Admin Console.

1.1 Conventions Used in This Document

To improve the readability and clarity of this document, several conventions are used:

Besides  emphasis,  italics  is  used  to  denote  non-interactive  objects  or  labels  within  the  Admin
Console,  while  a  bold  word(s)  indicates  objects  that  require  user  interaction,  i.e.,  clicking  on  a
button  or  to  open  a  hyperlink.  Admonitions  are  employed  to  mark  items,  actions,  or  tasks  that
require special attention:

 Warning - Changing this value will cause the service to restart!

 Note - Remember that you can modify this later.

A sequence like Management >> System Settings >> Reset  System  requires  you to click  on each
of the items, in the sequence shown, to reach a particular page or configuration item. This  example
shows you how to reach the page that  allows you to reset  the configuration back to factory  default
settings.

There are also some terms that  have a special usage or meaning throughout  this  manual,  and that
can be found in the Glossary.

1.2 Introducing Ishlangu Application Delivery Controller

Ishlangu is a high performance,  application delivery  controller (ADC) which allows organizations and
cloud operators to create, manage, secure and deliver key services such as Web Services. 
Ishlangu 's  innovative process architecture ensures it  can handle large volumes of application traffic
efficiently.  It's  multi-node cluster scalability  allows you to add more Ishlangu nodes  to  your  cluster
as the need arises. This allows for the performance of your application delivery  infrastructure to grow
horizontally. 

Ishlangu  is  a  highly  capable  and  flexible  solution  that  can  be  adapted  and  extended  as  new
application  requirements  arise.  With  the  intelligent  uControl   language,  you  can  write
sophisticated,  tailored application traffic  policies  to inspect,  transform,  manage  and  route  requests
and  responses.  uControl   can  manage  traffic  at  both  Layer  4  and  Layer  7,  providing  full
control of your application stream and it's underlying network connection.

Ishlangu application delivery controllers are secure out-of-the-box, and are hardened against intrusion
and  Denial-of-Service  (DoS)  attacks.  Support  for  the  fastest  and  strongest  SSL  encryption
technologies,  and  efficiently  decrypt  and  encrypt  a  large  number  of  SSL  connections.  Full
application  traffic  inspection  as  well  as  acceleration  algorithms  can  be  applied  to  the  encrypted
request and response while retaining full end-to-end security.

For critical environments, where high-availability is  essential,  Ishlangu's  innovative multi-node cluster
technology  is  a  must.  It  allows  you  to  have  multiple  active  and  passive  Ishlangu  units  for
redundancy.  If  one  of  the  active  units  fail,  another  unit  is  available  and  brought  into  action
automatically. This ensures that there is no single point of failure in the system.

A centralized web-based administration console monitors  and manages each Ishlangu appliance in
your application delivery infrastructure.
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1.2.1 Typical Deployment

Ishlangu application delivery  controller is  installed in  the  network  between  the  network  firewall  and
the web server. It works in reverse proxy mode, which means that it proxies requests on behalf of the
web servers  it  protects.  The client  connects  to  Ishlangu  as  if  it  was  the  real  back-end  application
server,  Ishlangu  validates  the  request  and  forwards  it  to  the  back-end  application  server,  if  the
request is not hostile.



© 2014 Shaka Technologies Ltd10 Ishlangu Reference Manual

1.3 Chapter Outline

CHAPTER 2 Network Layouts

In this chapter we discuss the network configuration you will  need for an optimal application delivery
environment. It will cover the network layout, IP addresses and hardware required.

CHAPTER 3 Initial Configuration

This  chapter explains  the concepts  of Ishlangu application delivery  architecture.  It  also outlines the
initial setup of your Ishlangu unit,  including system prerequisites,  initialization wizard and protecting
your first application.

CHAPTER 4 Proxy Servers

Proxy  Servers  are  one  of  the  three  fundamental  configuration  items  in  Ishlangu.  This  chapter
describes Proxy Servers in more detail.

CHAPTER 5 Server Farms

The  second  fundamental  configuration  item  in  Ishlangu  is  Server  Farms.  This  chapter  describes
Server Farms in more detail.

CHAPTER 6 Firewall Policies

Firewall  policies  are  the  third  fundamental  configuration  item  in  Ishlangu.  This  chapter  describes
Firewall Policies in more detail.

CHAPTER 7 Clustering

Resilience to failures of back-end servers or individual Ishlangu nodes in a high availability  cluster,  is
covered in this chapter.

CHAPTER 8 uControl  Rules

In this  chapter we introduce the uControl  language,  used for writing  rules  to  manage  your
application traffic.  It  explains  how to create rules  and gives  some  examples.  A  separate  uControl

 Manual describes Ishlangu's uControl  capabilities in full detail.

CHAPTER 9 Health Monitors

This  chapter discusses Ishlangu's  Health Monitoring capabilities.  Health  Monitors  are  used  to  test
the  correct  operation  of  back-end  real  servers.  In  the  event  of  a  failure,  they  cause  the  Ishlangu
appliance to raise a notification alert, and to route traffic away from the failed server.

CHAPTER 10 Access Plans

This chapter discusses Ishlangu's user connection authorization capabilities. Access Plans are user
authorization and access controls you can assign to proxies. These plans authenticate user access
to applications published with Ishlangu.

CHAPTER 11 SSL Management
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SSL Offloading of incoming traffic and support for SSL encrypted back-end server support  is  covered
in this  chapter.  It  describes how to  setup  SSL  certificates,  intermediate  authorities  and  certificate
revocation within Ishlangu and how to apply them to your services.

CHAPTER 12 Optimizing Your Web Content

This chapter covers the Ishlangu appliance's web content  optimization capabilities  and how you can
apply them to your web services.

CHAPTER 13 Key Features In Ishlangu Admin Console

This  chapter covers  back office administrative  actions  and  tools.  System  logging  and  reporting  as
well as diagnostic tools and system updates in the Ishlangu Admin Console.

CHAPTER 14 User Management

Admin  Console  user  management  is  outlined  in  this  chapter,  including  adding,  removing  and
suspending user accounts as well as authentication groups and permissions.

CHAPTER 15 System Security

This  chapter gives tips  for secure operation of your Ishlangu nodes.  It  covers  firewalling and secure
network design.

CHAPTER 16 Troubleshooting

This chapter describes how to investigate and diagnose problems or unexpected behavior with your
Ishlangu system.

CHAPTER 17 Further Resources

In  this  chapter,  information  about  where  you  can  go  next  for  more  information  about  Ishlangu  is
outlined.

Glossary

The Glossary defines some terms used in this  manual.  Some of these terms are used with varying
meanings in computing literature, so if in doubt you should refer to this section.
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2 Network Layouts

In this chapter we discuss the network configuration you will  need for an optimal application delivery
environment. It will cover the network layout, IP addresses and hardware required.

2.1 Network Configuration Essentials

The main components for a basic application delivery infrastructure are:

One or more Ishlangu nodes 

A number of back-end application servers.

The Ishlangu nodes must  be able to receive application traffic  from the Internet  and they must  also
be able to contact the back-end servers.

The  back-end  application  servers  will  usually  be  visible  only  from  an  internal  network  (LAN).  The
Ishlangu  nodes  do  not  need  to  route  traffic  between  the  Internet  and  the  back-end  application
servers.

Ishlangu is usually deployed as a multi-homed appliance.  On network  interface card is  visible to the
Internet; one or more network interface cards are exposed to the internal private networks  where the
back-end servers are located. It is also easy to configure an Ishlangu appliance with a single network
card, where the appliance can contact both the clients and the back-end servers.  This  is  a common
practice during an evaluation or in a testing environment.

A fully  fault-tolerant  application delivery  infrastructure  consists  of  two  or  more  Ishlangu  appliances
with several back-end application servers.  If  any  one  machine  fails,  Ishlangu's  fail-over  capabilities
ensure that requests are re-routed to other machines to ensure there is no single point of failure.

If hardware availability is limited, fewer servers  can be used.  Ishlangu application delivery  controllers
should  be  used  in  conjunction  with  a  dedicated,  stand-alone  network  firewall.  The  Ishlangu
appliances should be visible both from the Internet  and from the internal network.  It  is  advised  that
they be put in the DMZ.

 Note - CHAPTER 15 discusses the security aspects of network setup in more detail. You should
read this section carefully before setting up live services.

2.2 Management Network Interface

Ishlangu  configures  the  first  available  network  interface  card  as  the  Management  Interface.  This
network interface is usually labeled eth0.

The Management Interface is  used for all  management network  traffic.  This  includes  all  access  to
the web-based Admin Console and any configuration or state sharing within an Ishlangu multi-node
cluster.

It is advisable to connect  this  interface to a dedicated and trusted management network,  separated
from inbound internet traffic or back-end server traffic.

 Note - CHAPTER 15 discusses the security aspects of network setup in more detail. You should
read this section carefully before setting up live services.

 Warning  -  Each  management  interface  is  a  single  point  of  failure  in  a  Ishlangu  multi-node
cluster. If the management network were to fail, all inter-node communication would be lost. 
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2.3 Cluster Sizing

2.3.1 Back-End Services

Ishlangu  can  support  an  unlimited  number  of  back-end  servers.  They  can  run  any  software
(Java,  .NET, Coldfusion)  on  any  platform  (Linux,  Mac,  Windows)  to  provide  services  that  Ishlangu
manages.

These servers are arranged into Server Farms  to serve different  types of content.  For example,  you
can have several groups of web servers,  including Unix  machines running  or  and
Windows  machines  running   serving  different  types  of  web  content.  Ishlangu's  innovative
system of server farms and uControl  rules  allows you to classify  requests,  based  on  their
content,  and send  them  to  different  groups  of  back-end  servers.  uControl   is  explained  in
more detail in CHAPTER 8.

The number of servers you dedicate to a certain function may vary.  To serve static  images and web
pages,  two Linux servers  may be sufficient;  while  more  complex  server-side  technologies  such  as
Microsoft  or Coldfusion may require a larger set of back-end servers.

Ishlangu  allows  you  to  use  as  many  back-end  servers  as  you  wish;  should  your  requirements
change, you can add or remove back-end servers on the fly without disrupting your service.

2.3.2 Front-End Ishlangu Nodes

A very simple deployment of Ishlangu would consist of a single node. This provides access to the full
functionality of Ishlangu, except for application delivery fault-tolerance and scalability. 

For  a  fully  fault-tolerant  setup,  two  or  more  Ishlangu  appliances  should  be  used.  Their  hosted  IP
address can be assigned to the cluster as a Virutal IP Address which provides fault  tolerance if one
Ishlangu appliance in the cluster should fail.  Virtual IP Addresses are described in greater detail  in
CHAPTER 7.

A best  practice network  deployment,  is  to have the Ishlangu appliances connected to  two  or  more
separate  networks.  One  network  to  communicate  with  the  Internet  (DMZ),  one  to  provide
management traffic and one with direct access to back-end application servers  (LAN).  It  is  possible,
however,  to  deploy  Ishlangu  appliances  on  a  single  network.  You  must  ensure  that  all  machines
which are accessible from the Internet  are appropriately  firewalled.  Please see CHAPTER 15 for an
explanation of firewalling and network security for Ishlangu.

If  you  require  an  increase  in  throughput,  you  can  easily  add  extra  network  cards  to  the  Ishlangu
appliances.  Having  two  or  more  network  cards  can  simplify  deploying  Ishlangu  on  separated
networks, although this is not necessarily required.

Ishlangu is highly scalable. Increasing the number of servers or upgrading your existing hardware will
increase the performance of your application delivery.  If you wish to  add  more  Ishlangu  appliances
later,  this  can be done easily.  Adding  or  removing  nodes  from  an  Ishlangu  cluster  will  not  disturb
your existing setup or interrupt your service.

The diagram below shows a typical Ishlangu deployment. The Ishlangu appliances have both Internet
facing, dedicated management and back-end server facing network cards, as described above.
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2.3.3 Ishlangu Cluster Virtual IP Addresses

In a typical network, your back-end application servers will be arranged in a local network, with local
IP addresses, and will not be directly accessible from the Internet. The Ishlangu appliances will have
externally-available IP addresses, and will be able to connect to the back-end application servers
over the local network.

Each Ishlangu appliance will have a permanent IP address assigned to each network card. These IP
address are configured by the OS, and are bound to the network card. If the appliance fails, the IP
address is lost.

It is for this reason that network interface bound IP addresses are not suitable to use when you
publish your services with Ishlangu. In the event of a hardware or system failure, your services would
become unavailable.

The Ishlangu's fault tolerance capability allows you to configure Virtual IP Addresses. These IP
addresses are not tied to individual Ishlangu appliances, and Ishlangu's multi-node cluster
technology, ensures that each IP address is fully available, even if some of the Ishlangu appliances,
in the cluster, have failed.

If any Ishlangu appliance should fail, the other appliances in the cluster detect this. One of them will
take over the failed machine's Virtual IP address, to ensure that the service hosted on that IP is
uninterrupted by the failure. All nodes monitor themselves by means of a heartbeat signal, a
periodically sent multicast UDP packet is used to check if the other nodes are still alive. If any node
fails to send this packet due to a technical error, the node will be declared as FAILURE. The
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switches that your Ishlangu appliances are connected to should support IGMP snooping, and
messages broadcast to the multi-cast address used by your Ishlangu appliances should be
forwarded to all appliances in the cluster.

2.3.3.1 Cluster Modes and VIPs

The main cause for network devices failing is hardware failure. The ability for any system to continue
servicing  requests  after  a  failure  is  called  High  Availability.  Ishlangu  provides  node  clustering
capabilities which provides both high availability as well as horizontal scalability. 

Ishlangu provides two types of clustering:

Active/Passive clustering allows a primary  node to cluster with a hot  standby node.  In the case of
the  primary  node  failing,  the  hot-standby  node  will  assume  the  role  of  the  primary  and  continue
servicing requests. In an Active/Passive cluster only one node is servicing traffic at any given time.

Active/Active  clustering,  which operates  by  distributing dedicated network  traffic  to  a  collection  of
nodes  and  allows  you  to  horizontally  scale  the  processing  of  traffic  across  multiple  nodes.  This
approach ensures you get  optimal resource utilization and decreased computing time.  If  a  node  in
the  Active/Active  cluster  fails,  the  traffic  it  is  responsible  for,  will  automatically  be  redistributed
across the entire cluster.

Each node within the cluster can assume one of the following roles:

Master:  In  an  Active/Passive  cluster  the  primary  node  assumes  the  role  of  master  and  is
responsible  for  processing  of  all  traffic.  In  a  Active/Active  cluster  all  nodes  assume  the  role  of
master as they are all responsible for processing traffic.

Backup: In an Active/Passive cluster the hot-standby node assumes the role of backup and does
not process any traffic. The backup node will only start processing traffic if the primary node fails.

Virtual  IPs  in  an  Active/Passive  cluster  all  reside  on  the  MASTER  node.  If  the  master  fails,  the
BACKUP  node assumes the role of master and  takes  control  of  all  virtual  IPs  in  the  cluster.  In  a
Active/Active cluster, virtual IPs are distributed evenly across all nodes in the cluster. If a node in the
cluster fails, the virtual IPs it  hosted are evenly  distributed amongst  all  of the available nodes in the
cluster.

2.3.3.2 Example Configurations

These configurations assume that you have at least two Ishlangu appliances in your cluster.

Active-Passive Configuration

In this configuration, you have two or more Ishlangu appliances in your cluster. The cluster mode is
set to Active/Passive. You setup a single virtual IP which is hosted on the master appliance, which
will handle all the incoming requests. The other Ishlangu appliances assume the role of backup, and
are available as a hot-standby. If the master should fail, one of the backup appliances takes over the
virtual IP address and starts to manage the traffic.

The main advantage for this configuration is that you can be assured that there is sufficient resource
in reserve to handle traffic, should you loose one of your Ishlangu appliances. In this configuration
debugging and fault resolution is easier as there is only one appliance handling application traffic.

Active-Active Configuration

Application traffic, in this configuration, is evenly distributed across all Ishlangu appliances in a
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cluster. In this mode, you can configure two or more virtual IP addresses and configure your service's
DNS name to map to the addresses. The Ishlangu appliances will negotiate to evenly distribute the
virtual IP address hosting across the cluster. The DNS server can allocate requests to each IP
address in turn (round-robin DNS) and each Ishlangu appliance handles the requests it receives. If
one of the Ishlangu appliances fails, the cluster detects this and negotiates the distribution of the
failed appliance's virtual IPs across the cluster. The appliances that take the virtual IP addresses of
the failed appliance, will handle the traffic sent to these IP addresses. 

2.3.4 Example Topologies

Simple single-homed Ishlangu Implementation

This scenario is the easiest to implement, since Ishlangu can be introduced in the already
established network without any major reconfigurations. A caveat with this setup is that all Ishlangu
traffic (both inbound from clients and outbound to the back-end application servers) is using a single
ethernet interface.

Ishlangu is placed on the same network (DMZ) with the back-end application servers. Traffic
designated for the application servers (192.168.0.3 and 192.168.0.4) is directed to the Ishlangu's
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virtual IP 192.168.0.5. This can be done by forwarding packets via the router to the firewall. The
firewall performs a Destination Network Address Translation (DNAT) forwarding those packets to the
Ishlangu appliance. The traffic is inspected, transformed and routed by the Ishlangu appliance,
directly to the back-end application servers on the 192.168.0.0/24 network.

Dual-homed Ishlangu Implementation

In this scenario the Ishlangu appliance is configured in a dual-homed setup with separation of
inbound and outbound application traffic. Two Ethernet interfaces are utilized. This setup provides
potentially greater performance and security. Traffic designated for the application servers
(192.168.0.3 and 192.168.0.4) is directed to the Ishlangu's virtual IP 192.168.1.5.  This can be done
by forwarding packets via the router to the firewall. The firewall performs a Destination Network
Address Translation (DNAT) forwarding those packets to the Ishlangu appliance. The traffic is
inspected, transformed and routed by the Ishlangu appliance, directly to the back-end application
servers on the 192.168.0.0/24 network.

Optimized Multi-homed Ishlangu Implementation
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This scenario is the recommended network deployment. This will ensure that your application
delivery infrastructure performs optimally. The Ishlangu appliances are configured in an Active/Active
cluster and are configured with multiple network interface cards. This provides separation of inbound
application traffic (client to Ishlangu), outbound traffic (Ishlangu to back-end application servers) and
Ishlangu appliance management traffic.

A dedicated network interface card is connected to a separate network segment (private LAN) to
provide a dedicated network for Ishlangu management traffic. Traffic designated for the application
servers (192.168.0.3 and 192.168.0.4) is directed to the Ishlangu's virtual IP 192.168.1.5.  This can
be done by forwarding packets via the router to the firewall. The firewall performs a Destination
Network Address Translation (DNAT) forwarding those packets to the Ishlangu appliance. The traffic
is inspected, transformed and routed by the Ishlangu appliance, directly to the back-end application
servers on the 192.168.0.0/24 network.

3 Initial Configuration

This  chapter explains  the concepts  of Ishlangu application delivery  architecture.  It  also outlines the
initial setup of your Ishlangu unit,  including system prerequisites,  initialization wizard and protecting
your first application.
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3.1 Architechture Concepts

An Ishlangu appliance manages traffic for application services such as (HTTP, HTTPS) servers and
web services (SOAP).

An application service is published as an IP address and port, and accepts traffic using the
appropriate protocol.

A website is hosted on www.companyname.com. This DNS name resolves to the IP address
79.99.76.67; the server listens for HTTP traffic on TCP port 80 at this address.

Within an Ishlangu appliance, all the traffic for a particular service is handled by a proxy server. A
proxy server is the interface between Ishlangu and the remote clients on the Internet. A proxy server
is setup to listen on a particular port and handle traffic for a particular protocol.

When the proxy server receives a request, it may route it to a particular server farm. This is a
collection of back-end application servers. The server farm load balances traffic across all the servers
in the farm. A server farm may share back-end servers with other farms. Modifying the settings of a
back-end server within the Server Farm Edit page (Disabling, Draining and Monitoring) will only affect
the back-end server for that server farm.

In order to decide which server farm to use for a particular request, the proxy server can apply a list
rules. A rule can inspect the incoming request, and decide what action to take

with it. It can choose a server farm to handle the request. It could drop the request, modify its
contents or pass the request on to the next rule in the list. If no rule makes a positive routing
decision, the request is rejected, with the client receiving a "502 Bad Gateway" error.

If a back-end server in the server farm should fail, the Ishlangu's health monitoring will detect this
automatically and will stop sending requests to that server. Traffic is distributed to other back-end
servers in the farm with no visible disruption to the request.

After a server farm has decided which back-end server is to receive the request, the request is
passed to the Ishlangu Application Firewall engine. The Ishlangu Application Firewall is a highly
scalable application aware firewall that employs a hybrid security model. It provides a scanning
engine and attack signature recognition to protect against known application attacks such as SQL
injection or Cross-site Scripting (XSS). The scanning engine also enforces a positive security model
on all data submitted by end-users, protecting applications from zero-day exploits. 

Each server farm is configured with a firewall policy, which defines the level of protection required for
all back-end servers in the farm. The Ishlangu Application Firewall enforces this policy against all
inbound request traffic and all outbound response traffic. Once the request has been filtered and
nothing malicious has been detected, the request is forwarded to the back-end server. 

http://www.companyname.com
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An Ishlangu appliance can run many proxy servers, one for each application service it manages.
Each proxy server can apply several rules to process traffic, and can route inbound requests to an
unlimited number of server farms.

Rules are maintained in the rules repository, which holds all the rules which have been written for the
system. A rule in the repository can be applied to any proxy server.

Two or more Ishlangu appliances can be arranged into a multi-node cluster. Configuration is shared
across all the Ishlangu appliances in the cluster. Each member of the cluster runs the same proxy
servers, using the same rules etc.

The Internet facing IP addresses used to host the application service or the IP address the proxy
server listens on, is called a Virtual IP Address. A virtual IP address resides on a particular network
interface and can be used by a proxy server to publish a service. In a multi-node cluster the virtual IP
address is shared between all the members of the cluster. If an Ishlangu appliance within a cluster
fails, the virtual IP addresses currently listening on that appliance will be distributed to the other
members in the cluster.This, with the server farm health monitoring and fail-over, gives full fault-
tolerance for the published application service.
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3.2 Ishlangu Setup

3.2.1 Prerequistes

Before you begin the installation of your Ishlangu appliance(s), you should ensure you have the
correct software or virtual appliance version, and suitable license keys for each Ishlangu appliance
you intend to install. It is also useful to have one or more test servers (e.g. web servers) that you can
direct traffic to.

All Ishlangu software is administered using a web-enabled user interface. You should ensure you are
using one of the following web browsers for this purpose:

Firefox - v.11 or greater;

Chrome - v.18 or greater;

Safari - v.5.1 or greater.

The Ishlangu appliance runs on 64-bit server architecture and can be installed on most x86-64
compatible servers. Recommended hardware requirements for Ishlangu are as follows:

Supported Virtual
Environments

VMWare vSphere v4 and v5,
XenServer 6.0 and 6.1,
Windows 2008 R2 with

Hyper-V role

Recommended CPU Dual Core (x86_64), Intel
VTx or AMD-v

Recommended Memory 4GB

Recommended Disk
Space

10GB

Recommended Network
Interfaces

at least 1 X 1Gbps Ethernet

These recommendations are for a small to medium size deployment with a simple configuration.
Additional hardware will increase performance, connection capacity and will support more advanced
configurations. For the virtual appliance, these recommendations apply to the virtual appliance. The
virtual host system hardware must have sufficient resources available to support the above virtual
hardware configuration, in addition to the resources required by the virtual host system itself and any
other virtual appliances deployed on the same host.

The Ishlangu appliance includes its own secure operating system. During the Ishlangu installation,
on the bare-metal server, the hard drive you install it on will be completely erased.

When installing the Ishlangu appliance, you will be asked to supply the following information:

1. IP address for the system's management interface

2. Subnet mask for the management interface

3. The system's default gateway

4. The IP address of the name server used for DNS resolution on the system
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3.2.2 Baremetal Software Install

What follows is a step-by-step guide of the installation process of Ishlangu appliance software on a
bare-metal server.

Before you begin the installation, please make sure you have the following items available:

The Ishlangu CD-ROM (You can burn a CD-ROM with the provided ISO-image)

The license key for the Ishlangu appliance

A network connection with DHCP and internet connectivity (The installation process may
require additional packages downloaded from the internet. Ensure the system being installed
has secure connectivity to the internet).

 Warning - The installation of the Ishlangu appliance on a bare-metal server will completely erase
the data on the hard disk drive you install it on.

Installation

1. Boot your bare-metal server from the CD-ROM drive.
The installation boot screen is displayed.

2. In the ISO Boot Splash Screen, type ishlangu and press ENTER.

3. The system installation will check the following hardware components:

CPU

Size and type of hard disk drive

Network interface cards

IDE or SCSI controllers

If your system does not meet with the minimum requirements, the installation will report the
error and abort. As soon as the hardware detection has completed successfully the
installation will continue installing the base operating system and all of the components that
make up the Ishlangu core software.

The installation process may take a couple of minutes.

 Warning - The whole software installation is automated. Do not try to interrupt the
installation or cancel any step in the installation process. Doing so will corrupt the appliance
installation.

Once the installation is complete the system will reboot.

4. The first time the appliance boots, the system will run the initial boot wizard to configure it's
management interface (eth0). The wizard gives you three options:

a) Assign (Manually configure the management interface)
b) DHCP (Retrieve IP information for the management interface via a DHCP server on the

network)
c) Static (Configure the management interface with the default address: 192.168.0.181/24).
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Once you have successfully completed the initial boot wizard and the appliance has completed
it's start-up process, the IP address will be displayed on the appliance's console:

Now that the appliance software installation has completed and the system has booted for the first
time, you can proceed to connect to the appliance's Admin Console and perform the initial setup
wizard for the appliance.

3.2.3 Virtual Appliance Install

3.2.3.1 Installing the Ishlangu Virtual Appliance on VMware

3.2.3.1.1  System requirements for the Virtual Appliance on VMw are

The Ishlangu Virtual Appliance is  supported for production use on VMware vSphere.  It  can  also  be
deployed on various other VMware-compatible platforms for evaluation and testing purposes only.

Please refer to the release notes  included with your virtual appliance for a full  list  of  the  supported
platforms and versions.

It  is  recommended  that  the  OVF  package  (e.g.  Ishlangu_<version>_Virtual-Appliance_x86-
64_OVF.zip) be used for installation on production systems.  Alternatively,  a package containing the
VMDK disk image and VMX file (e.g.  Ishlangu_<version>_Virtual-Appliance_x86-64.zip) is  available;
this  package should be used for installation on VMware Server and ESX (via  a  converter).  VMware
users must install using only the OVF package.

The minimum resource requirements for the virtual appliance are:

Allocated CPU: 2 vCPU

Allocated Memory (RAM): 4 GB

Disk space: 10 GB

For a production system, it  is  also recommended that  you set  the memory resource reservation for
the new virtual machine at least equal to its allocated RAM, in order to ensure the full performance of
your system. This can be achieved by setting the Reservation value on the Resources > Memory tab
of your Virtual Machine settings.

Importing the OVF package into VI Client/vSphere Client

If you have opted to install the OVF (Open Virtualization Format) distribution of the virtual appliance,
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you  can  now  import  the  package  directly  into  your  VMware  Infrastructure.  This  facility  is  only
supported on VMware VI client 2.5 or greater:

1. Run the VI Client program

2. From the File menu, choose the Virtual Appliance > Import  ...(for the vSphere client,  choose
Deploy OVF Template...)

3. The Import/Deploy Wizard will  start.  The individual steps to follow are shown on the left,  with
the current  step displayed in the main part  of the window. The Back  and Next  buttons allow
navigation between the various steps.

4. Import  Location/Source:  Depending on your  chosen  method  of  delivery,  you  can  import  the
virtual appliance from a variety  of sources.  Choose the directly  downloaded OVF package on
your hard disk.

You  will  have  to  unpack  the  archive  to  your  Windows  Workstation  and  locate  the  .ovf  file
contained within. Supply the full  path to this  file in the 'Import  from file' box provided,  or click
the Browse button to locate it.

5. Virtual  Appliance/OVF  Template  Details:  If  your  virtual  appliance  package  is  successfully
validated, the details will be shown here.

6. End  User  License  Agreement:  Read  and  accept  the  license  agreement  contained  with  the
virtual  appliance.  You  cannot  continue  with  the  import  if  you  do  not  agree  to  the  terms
contained within the license.

7. Name and Location: You are required to provide an identifying name for this  Virtual Appliance.
Depending  on  your  infrastructure  configuration,  you  may  be  prompted  to  provide  a  location
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within the inventory for the appliance. If you are connected directly  to the host,  the location is
not applicable.

8. Host/Cluster  (vSphere  Client  Only):  You  should  select  the  appropriate  host  or  cluster  on
which you wish to install and run the Virtual Appliance.

9. Resource Pool: If you have multiple resource pools or hosts/clusters set up within your Virtual
Infrastructure,  this  page  will  allow you  to  select  the  resource  within  which  you  want  your
Ishlangu Virtual Appliance to reside.

10.Network  Mapping (VI  Client  Only):  A  suitable  connection  needs  to  be  created  between  the
network  interfaces within your Virtual Infrastructure and the  interface  on  the  Ishlangu  Virtual
Appliance.  Select  an  appropriate  interface  from  the  drop-down  list  to  be  assigned  for  this
purpose.

The Ishlangu Virtual Appliance comes pre-configured with one network  interface.  Should you
require  more  than  one  interface,  you  can  edit  the  Virtual  Machine  settings  of  the  newly
imported appliance and add new Ethernet adapters as required.

 Warning  -  If  different  network  drivers  (e.g.  e1000,  vmxnet3,  etc.)  are  used  for  different
interfaces, the mapping of network interface to MAC address may vary  from reboot  to reboot.
Therefore,  it  is  recommended  that  you  select  the  same  network  driver  for  each  defined
interface.  VMXNET3 driver is  the recommend network  driver to  use  with  the  Ishlangu  Virtual
Appliance.

11.Ready to complete: A summary of your virtual appliance configuration is  given here.  You can
go back and modify  any step of the wizard by  clicking the Back  button or  the  relevant  step
link  in the left-hand pane.  If you are happy with your configuration,  click  Finish to import  the
virtual appliance.

12.The  new  virtual  appliance  will  appear  in  the  selected  resource  pool  in  your  Virtual
Infrastructure. You can now start it up.

Importing the Virtual Appliance (ESX Server)

1. Unpack the Virtual Appliance (VMDK+VMX) package to your Windows Workstation.

2. Install the VMware Virtual Machine converter (available via the following link):

http://www.vmware.com/products/converter

3. Run the converter and convert the Virtual Appliance directly to your ESX server.

4. Once the procedure is complete, you may start the virtual machine.

 Note - When you first start the virtual appliance, you may see a message indicating that the disk
adapter type used in  the  virtual  machine  differs  from  that  used  in  the  ESX server.  If  you  see  this
message, please select Yes and click OK to continue.

http://www.vmware.com/products/converter
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Installing the Virtual Appliance (VMware Server)

1. Unpack the Virtual Appliance (VMDK+VMX) package to your VMware Server.

2. Navigate to the newly created folder.

3. Double click on the "Ishlangu Virtual Appliance.vmx" file.

4. The VMware Server  console  should  open  automatically,  and  the  Ishlangu  Virtual  Appliance
should now be registered in the inventory.

3.2.3.1.2  Initial IP Address

When you first  startup  the  Ishlangu  Virtual  Appliance,  it  will  boot  up  and  the  system  will  run  the
initial boot wizard to configure it's management interface (eth0). The wizard gives you three options:

a) Assign (Manually configure the management interface)
b) DHCP (Retrieve IP information for the management interface via a DHCP server on the

network)
c) Static (Configure the management interface with the default address: 192.168.0.181/24).

Once you have successfully completed the initial boot wizard and the appliance has completed it's
start-up process, the IP address will be displayed on the appliance's console:
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3.2.4 Connecting to the Admin Console

Ensure that the workstation you want to connect to the Admin Console with, is on the same network
as the configured IP address displayed on the appliance console. Open your browser and navigate to
the URL displayed in the appliance console. Verify that you can connect to the Admin Console
using your web browser, then proceed to the Initial Setup Wizard section of this chapter.

3.2.5 Initial Setup Wizard

A freshly-installed Ishlangu appliance requires some basic information in order to function. This
information is requested over a series of steps that form the Initial Setup Wizard. You can access
the wizard via the Admin Console, the URL supplied in the system console. Enter this URL into your
web browser and the Initial Setup Wizard will appear.

Accept the License Agreement

You will first be asked to read and accept the Shaka End User License Agreement:

Please read the agreement carefully. If you agree to its terms, click on the Accept button. You
will not be able to proceed with the wizard, and thus use the software, if you do not accept the
license agreement.

Configure Networking

The next page asks you for the Ishlangu appliance network configuration. At this stage you are
required to enter the IP address for the management interface (usually the first interface installed on
the appliance eth0). You will also be able to define the default gateway address and DNS server for
the appliance.

 Note - These settings will replace the temporary address set during setup and initial boot -
clarification of the network settings to be applied will be given prior to completing the wizard.

An explanation of each of the fields is given below:
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IP Address: The IPv4 IP address in dotted quad notation (e.g. 192.168.0.181) for the
management interface.

Subnet mask: The netmask for the associated IP address (e.g. 255.255.255.0) for the
management interface.

DNS Server: The name server used for DNS resolution for the management interface.

Gateway: The IP address of the default gateway for the appliance. This IP address is used for
network connectivity tests made by your Ishlangu appliance. Outbound HTTPS access to
services.shakatechnologies.com is required for installing updates and a license on the
appliance.

For optimum performance, we recommend that you use separate interfaces for front and back-end
traffic, i.e. for traffic between remote clients and the Ishlangu appliance and for traffic between the
Ishlangu appliance and the back-end application servers.

You may find the Network  Layouts chapter of the Ishlangu Reference Manual helpful in planning
your network. The Shaka Support Portal contains links to this document and many other helpful
articles about configuring your Ishlangu appliance.

Timezone Settings

On this page you can set the time zone for the Ishlangu appliance. Setting this correctly will ensure
that any logs and reports generated by the appliance have the correct timestamps:

Once the Initial Setup Wizard is complete, you can also configure each virtual appliance to
synchronize with a collection of Network Time Protocol (NTP) servers. Navigate to Management >>
System Settings >> Date and Time to setup these settings.

https://support.shakatechnologies.com/
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Admin Password

On the next page, you can set the password for the default administrator account (admin). This is
the master password that is used when configuring the Ishlangu appliance via the Admin Console:

License Key

Ishlangu requires a license key to operate. The throughput limits and maintenance duration are
determined by the license applied, the details of which can be seen in the Management >>
Licensing page of the Admin Console once the Initial Setup Wizard has completed.

You can choose either to upload the license key now, or to upload it later once you have completed
the wizard. Where no key is provided, the system will prompt for the license key on every login
attempt, until the key has been supplied.

Summary

Finally, the initial setup wizard will show you a summary of the settings you have configured. You
should review these, paying particular attention to the network settings, since your appliance may
become non-contactable if you have made an error. If you wish to make any changes, use the Back
button to skip back through the wizard to the appropriate page:
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Once you are satisfied with your settings, click the Finish button. The Ishlangu appliance will reboot
to ensure all configuration changes take effect. When the system completes the reboot, the console
will display the new URL to use in order to connect to the Admin Console. You may also need to
reconfigure your computer's network settings so that it can send packets to the IP address of the
management interface of the Ishlangu appliance:

When you navigate to the Admin Console URL presented in the console, you will be presented with
the log-in screen. You can log in using the username "admin" and the password you chose during
the wizard. 

3.3 Protecting Your First Service

To begin protecting your first service, you need to create a proxy server and a server farm to handle
the requests. 

Browse to the address of the Admin Console. Log in with your username and password.

 Note - If you chose not to provide a license key when you ran the initial setup wizard, you can
install one once logged in. The system will not operate until you supply a valid license key. The
system must be able to connect via HTTPS (TCP 443), services.shakatechnologies.com in order to
successfully install the license key.

Add a Virtual IP
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1. In order to bring up a proxy server, it requires a virtual IP address to listen on. To create one,
navigate to Network  >> Interfaces >> Virtual IPs tab.

2. Click on the New button. You will be presented with the Configure Virtual IP Address pane.
Define an available IP address in the Virtual IP input field and select the network interface to
bind the virtual IP address to.

3. Click on the Save button to create the virtual IP address. It will be listed in the Virtual IPs
data table.

Create a Server Farm

1. We need a server farm to hold the back-end servers. In order to create a server farm we need
a set of servers to load balance and a firewall policy to secure those servers.  First you need
to define the back-end servers that are hosting your application. Navigate to the Application
Security >> Configuration >> Real Servers tab. Click on the New button and fill in the details
in the Configure Server section.

You will need to define a unique descriptive name, the IP address and port of the server. For
example:

Name NGINX01

IP 192.168.0.101

Enabled Yes

Port 80

Max
Connectio
ns

0

Idle
Timeout

30

Server
Weight

1

Max
Content
Length

1073741824

2. Click on the Save button and the server will be created and added to the Real Servers List.
Create two more servers (NGINX02 and NGINX03).

3. Next, navigate to the Application Security >> Configuration >> Firewall Policies tab. Here we
can define a firewall policy to secure our server farm. Click on the New button and the Configure
Firewall Policy pane should appear. Define a firewall policy name, default action and enable the
appropriate firewall shields needed to secure your service (Configuring a firewall shield and what
each shield protects against, is explained in detail in CHAPTER 6). 

4. Click on the Save button to save the new firewall policy to the system. It should appear in the
Firewall Policies data table.

5. Now that the pre-requisites are configured lets define our server farm. Navigate to the 
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Application Security >> Configuration >> Farms tab. Click on the New button and the Edit
Server Farm pane should appear. You will need to choose a name and description for the server
farm i.e. "Name = NginxFarm" and "Description = New PHP app running on NGINX". Set the
farm's Type to HTTP and the farm's load balancing strategy to Round-Robin. Select the firewall
policy you created in step 3 as the farm's Firewall Policy. To add the servers, created above

(NGINIX01, NGINX02, NGINX03), to the server farm click on the  (Add) button. In the
Available Servers dialog box select each server and click Save. Once all of the servers has been
added to the Servers in Farm table, click on the Save button and the server farm will be saved to
the system and listed in the Server Farms list.

Create a Request Rule

1. In order for a proxy server to route requests to the server farm, you will need to define a

have just created. Navigate to the Application Security >> Rules repository and click on the
New button. The rule editor page will appear.

2.

def run() {

// Route requests to NginxFarm

farm.use("NginxFarm");

}

3. Click on the Save button and the rule will be complied and saved to the system.

Create a Proxy Server

1. Now navigate to Application Security >> Configuration >> Proxies tab and click on the New
button. You must specify a name, type, virtual IP and port the proxy is to listen on. You must
also specify a request rule that routes requests to an available server farm, otherwise
requests to this proxy server will fail.

2. Give the proxy server a name i.e. "NginxProxy" and set the proxy server type to HTTP. Select
the virtual IP address created above and set the proxy port to 80. In the Request Rules data
table click on the Add 
("NginxDispatch"). Give the rule a priority of 0 and click on the Save button.

3. With the request rule in place, click on the Save button to create the proxy server. As soon
as the configuration has been saved the proxy server will start up and will be listening on the
defined virtual IP address and port. You can test the service by directing your browser to the
virtual IP address the proxy server is listening on. You should be presented with the service. If
you cannot connect to the service or are getting an error message, please follow the
troubleshooting guide in CHAPTER 16.
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4 Proxy Servers

The proxy manages all the traffic for a specified port  and protocol,  listening on a specified virtual IP.
It can apply rules to decide which server farm should handle a request, and can decrypt  SSL traffic  if
required.  The  proxy  provides  a  physical  separation  between  the  internet,  and  your  real  web
application servers. Each internet request, and it's TCP connection, are terminated on the proxy. The
request can then be transformed, redirected or routed to a specified farm.

To  modify  settings  for  a  proxy  server,  navigate  to  the  Application  Security  >>  Configuration  >>
Proxies tab. Here you can create a new proxy server or edit  an existing one by  clicking on the Edit
button associated with a particular proxy server.

4.1 Basic Proxy Server Configuration

On the Application Security >> Configuration >> Proxies tab, you can create, edit and remove
proxies that will handle your inbound traffic. The Proxies data table displays all the existing proxies
defined on the Ishlangu unit, including the proxy status, the listening address, port and options to 
Edit or Delete the proxy. 

A proxy's status is indicated by the traffic light indicator next to the proxy's name. Each color
represents a specific operational status of the proxy:

Proxy Status

Available - The proxy is active, bound and
listening on the configured virtual IP and port.

Failure - Failure occurred trying to start the proxy.
This may occur when the configured VIP and port
are already  in use in the cluster.

Offline - The proxy is set to Disabled and is
offline because a user disabled it. To resume
normal operation, you must manually enable the
proxy server.

Create Proxy

To add a proxy, proceed as follows:

1. Click on the New button
The Configure Proxy Server dialog pane appears.

2. Make the following settings:
Name: Enter a unique and descriptive name for the proxy server.
Type: Determine whether you want the communication between the client and the proxy server
to be encrypted (SSLv3, TLSv1.0, TLSv1.1, TLSv1.2) or not (HTTP).
Certificate (optional): Select the security certificate to use when the Type is set to SSLv3,
TLSv1.0, TLSv1.1 or TLSv1.2. 
Enable SPDY(optional): Determine if you would like to enable SPDY/2 and SPDY/3 client
support.

  Warning - When enabling SPDY on the proxy, please ensure that your back-end servers
are not performing NTLM or Negotiate authentication. If they are, you should disable SPDY on
the proxy server as this is an unsupported configuration and will break client communication to
your application.
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IP: Select the virtual IP interface this proxy server will be listening on.
Port: Enter a port number for the communication between client and proxy server. Default is port
80 for HTTP and port 443 for SSLv3, TLSv1.0, TLSv1.1 or TLSv1.2.
Enable Access Plan (optional): Set whether you would like to enforce an access plan on the
connections to this proxy.
Access Plan (Optional): Select the Access Plan you wish to assign to the proxy.

Compression:
o Enable Compression: Set whether to compress the back-end server response using

GZIP compression, reducing the size and accelerating the transmission of the response
to the client.

o Mime Types: Ishlangu will not compress absolutely everything that the back-end servers

send out. For instance, there is little point attempting to compress images, as files like
GIFs and JPEGs are already compressed. Common MIME types to compress are 'text/
plain' and 'text/html'. You can add additional MIME types to compress by adding them to
this list.

  Warning - When enabling Compression on the proxy, please ensure that your back-end
servers are not already configured to perform GZIP compression as well. You cannot compress
content on the real servers and the Ishlangu unit, doing so may result in the content being
malformed when presented to the client. It is recommended to perform GZIP compression on the
Ishlangu unit only, thereby offloading the CPU intensive task from the back-end real servers.

Advanced: 
o HTTP Keep Alive: Define whether or not to allow persistent connections between client

and proxy server.
o Record Throughput: Define whether to record the proxy's application throughput for

historical analysis.
o Record Request Count: Define whether to record the proxy's application request count

for historical analysis.
o Connection Timeout: Define how long the proxy should wait, in seconds, for an initial

connection to establish from a client.
o Idle Timeout: Configure how long the proxy should wait, in seconds, for data to be sent

from the client.
o Max Content Length: The maximum request size, in bytes, that the proxy will accept

from a connecting client. Default Max Content Length is set to 2MB which is sufficient for
most services. If you require support for large file upload, then increase this setting.

Request Rules: Click on the Add button and select the request rules you want to add and
define their priority.

Response Rules: Click on the Add button and select the response rules you wish to add and
define their priority.

3. Click on the Save button.

The proxy will be added to the Proxies data table. It will automatically start listening on the assigned
virtual IP and port assigned to it.

 Note - In order to define the IP, Certificate or Request/Response rules in a proxy, you will have to
have defined them separately prior to defining the proxy. At least one request rule has to be defined,
where the farm required to process the request is also defined, otherwise all requests will be
discarded and no further processing will be done.

Modify Proxy
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To edit a proxy's settings simply click on the Edit button associated with the proxy you wish to edit
and the Configure Proxy pane will appear. In here you can modify the configuration of the proxy and
then click Save button to save the configuration changes made. One additional option available,
while editing a proxy, is the ability to disable/enable a proxy. Disabling a proxy will shutdown the
proxy. Likewise, enabling a proxy will start it up, making it available to service requests.

Remove Proxy

To delete a proxy, click on the Delete button associated with the proxy you wish to delete. When
the Delete Proxy confirmation dialog box pop-up appears, click on the Yes button and all the proxy's
configuration will be removed from the system.

4.2 SPDY Protocol Support

Ishlangu takes advantage of the optimized connection management and data transfer capabilities of
the SPDY protocol to improve overall web application performance. It also converts SPDY client
requests to HTTP for back-end servers so that you don't have to perform disruptive upgrades to your
application infrastructure. 

SPDY is an emerging protocol that augments HTTP. Developed by Google, this protocol improves
application performance up to 50 percent by enabling multiple data transfers within a single
connection, as well as through compression, and client prioritization for enabled browsers like
Chrome, Firefox and Opera. 

Historically, organizations needed to update their web server infrastructure to take advantage of
SPDY's performance improvements, adding cost and complexity to their systems. With Ishlangu's
support for SPDY protocol, you can now take full advantage of these performance improvements
without updating your web application server infrastructure. Ishlangu delivers this capability by
translating SPDY requests into HTTP on the back end. Ishlangu has full support of SPDY/2 and
SPDY/3 versions of the SPDY protocol.

4.3 SSL Offloading

A Proxy Server can offload SSL encryption/decryption. This can be useful for two reasons:

After the proxy server has  decrypted  the  client's  SSL  request,  a  uControl   rule  can
analyze  the  request's  headers  and  content  to  make  an  informed  routing  decision.  Without
decrypting the packets very little information is available.

Encrypting and decrypting requires  a lot  of processing power.  It  may be  more  efficient  if  the
Ishlangu  appliance  decrypts  requests  before  passing  them  on  to  the  back-end  application
servers, reducing the load on them.

If traffic is decrypted in order to apply rules, you may wish to re-encrypt it before sending it  on to the
back-end servers. Back-end SSL support is handled by Server Farms in CHAPTER 5.

To setup SSL offload on a proxy server, simply navigate to Application Security >> Configuration >>
Proxies tab and either create a new proxy server or edit an existing one.  Once the Edit  Proxy Server
page appears,  you should choose the proxy server type (SSLv3,  TLSv1.0,  TLSv1.1 or TLSv1.2) and
which SSL certificate you wish to use.

Ishlangu's SSL capability is described in detail in CHAPTER 11.
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4.4 HTTP Content Caching

An Ishlangu proxy server can detect commonly requested HTTP resources and cache their content  if
it does not change each time it is requested. This capability is called "Content Caching".

When the proxy server sees subsequent  requests  for the same resource,  it  can return  the  content
for the resource directly  from it's  local in-memory  cache,  rather  than  forwarding  the  request  to  the
back-end  application  server.  This  capability  reduces  the  load  on  the  back-end  application  servers
and improves performance and capacity of your web applications.

You can enable the content  caching  capability  and  specify  how long  various  types  of  content  are
cached for,  through  the  use  of  uControl   caching  functions.  These  functions  will  help  you
control the in-memory caching of your Ishlangu appliance:

http.cacheRepsonse()

Invoking this  method in a response rule,  will  cause  the  Ishlangu  appliance  to  cache  the  back-end
server response. 

http.cacheEntryTtl()

The  http.cacheEntryTtl()  is  a  helper  method  that  is  used  in  conjunction  with

http.cacheResponse().  This  method  sets  the  response's  time  to  live  (in  milliseconds)  in  the

cache.  To  cache  all  PNG  image  responses  from  your  back-end  servers  and  set  each  response's
time to live, you would do the following in your response rule:

def run() {

// Cache PNG Images and hold entries in cache for 30 minutes

var content = http.getHeader(false, "Content-Type");

if(content.equals("image/png")) {

http.cacheResponse();

http.cacheEntryTtl(1800);
}

}

 Note  - It  is  highly  recommended that  you use both http.cacheEntryTtl()  helper  method,

whenever you use http.cacheResponse() to ensure the proper TTL is set for the response.

4.5 HTTP Content Compression

Ishlangu can perform on-the-fly content  compression of back-end application server responses.  This
can  reduce  your  bandwidth  usage,  and  speed  up  the  delivery  of  large  content  to  clients  on  slow
connections.

Not all browsers  can receive compressed content.  Those that  do support  HTTP GZIP compression,
specify  this  in their request  headers.  Ishlangu  compresses  content  only  for  those  browsers  which
are able to decompress it.

Ishlangu  appliances  will  compress  HTTP  responses  if  the  request  contains  an  'Accept-

Encoding: gzip' header.The Ishlangu appliance checks for the presence of this  in the request.  If
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the header  exists  in  the  request  and  HTTP  content  compression  has  been  enabled,  Ishlangu  will
compress the response content. This capability allows you to offload all compression tasks from the
back-end application servers.

To  enable  content  compression  for  a  proxy  server,  simply  navigate  to  Application  Security  >>
Configuration >> Proxies  tab.  Edit  an existing proxy server or create a new one.  In  the  Edit  Proxy
Server page, click on the + Compression button and enable compression.

You can also control the type of response content  you would like Ishlangu to compress.  By default
Ishlangu  will  compress  'text/html'  and  'text/plain'  MIME  types.  You  can  specify  additional

MIME types by adding additional MIME types to the compression configuration. 

 Note  -  MIME  type  entries  can  be  regular  expressions.  For  example,  if  you  would  like  to
compress any 'text' based MIME type, simply add 'text/.*'

4.6 Connection Management

In the Application Security >> Configuration >> Proxies >> Edit  Proxy Server page,  you can access
advanced settings to manage  the  connections  between  the  remote  clients  and  your  proxy  server.
These include the following:

HTTP Keep
Alive

Determine whether the proxy should
support HTTP/1.1 persistent
connections between itself and the
connecting client.

Record
Throughput

Define whether to record the proxy's
application throughput for historical
analysis.

Record
Request
Count

Set whether to record the proxy's
application request count for historical
analysis.

Connection
Timeout

Define the amount of time the Proxy
Server should wait, in seconds, for an
initial connection to establish from a
client.

Idle Timeout Configure how long the proxy should
wait, in seconds, for data to be sent
from the client.

Max Content
Length

The maximum request size, in bytes,
that the proxy will accept from a
connecting client. Default Max Content
Length is set to 2MB which is sufficient
for most services. If you require support
for large file upload, then increase this
setting.

HTTP Keep Alive should be enabled by  default.  This  allows  Ishlangu  to  process  multiple  requests
and responses by using the same socket connection.

You do not  normally  need to change the Connection Timeout  or Idle Timeout  settings.  The  default
values for these settings have been chosen to give good performance on a wide range of systems.



© 2014 Shaka Technologies Ltd38 Ishlangu Reference Manual

4.7

uControl  rules  can be applied to each  incoming  request,  and  to  each  outgoing  response.
They are referred to as request rules and response rules respectively.

A proxy server can examine a request using uControl  request rules and choose an action to
take.  The  rules  are  applied  in  the  priority  order  you  specify.  Each  rule  examines  the  request,
possibly modifies it, and can perform one of the four final actions:

Send a response back to the client directly (send a 301 redirect to the client);

Choose a server farm to handle the request;

Close the request;

Do nothing; the request is passed to the next rule in the list for processing.

If  no  rule  makes  a  positive  routing  decision  (Send  Response,  Choose  Server  Farm,  Close  the
Request), the request is dropped and the client is sent a "502 Bad Gateway" error message. 

A uControl  rule may also selectively  enable or disable features  in Ishlangu for that  specific
connection. For example, a rule can specify that the response for a specific content type be cached.

Rules are built using the sophisticated uControl  language.  Which provides the capability  to
analyze all aspects of the incoming request, from the source and destination port  and IP to the type
of actual content of the traffic. 

All  the rules  you create are held in the Application Security >> Rules  repository.  Any  proxy  server
can use any rule from the repository.

To add a request rule to a proxy server, navigate to Application Security >> Configuration >> Proxies
>> Edit Proxy Server page. Click on the Add Rule button under the Request Rules data table.  Select
a rule to add from the drop-down box, set the rule's processing priority (rule with a priority of 1 will  be
processed before a rule with a priority of 3) and click on the Save button.

CHAPTER 8 covers  creating and  applying  rules  in  more  detail.  The  uControl   language  is
documented in a separate manual, included with your distribution.

4.8 Request Reporting

If required, you can report on request  metrics  over time.  When enabled,  Ishlangu will  gather request
metrics  for  a  proxy  server.  Once  enough  data  has  been  gathered,  Ishlangu  will  graph  the  data
available by navigating to Logs & Reports >> Request Report. 

Request  metrics  for  proxy  servers,  like  most  configuration  data,  are  synchronized  across  your
cluster. This allows you to aggregate request metrics across all cluster members into one report.

To enable reporting for a proxy server,  navigate to Application Security >> Configuration >> Proxies
>> Configure Proxy Server page.  Expand the Advanced section and enable Record Throughput  and
Record Request Count settings.

 Warning - Enabling request  metrics  gathering  will  incur  a  performance  hit  on  proxy  server  as
additional processing is required to gather the request metrics.
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5 Server Farms

A server farm is a logical group of back-end real servers.  A proxy assigns requests  to a server farm,
which  load-balances  the  requests  across  all  its  available  back-end  real  servers.  As  well  as  load
balancing,  each server  farm  will  enforce  the  assigned  firewall  policy.  When  a  request  arrives  at  a
server farm, the specified firewall policy  is  applied to the request.  If the request  passes through the
security  chain without  being  flagged  as  malicious,  it  will  then  be  processed  by  the  selected  load
balancing algorithm and forwarded to the determined back-end real server. 

5.1 Basic Server Farm Configuration

A server  farm  groups  back-end  real  servers  and  applies  load  balancing,  SSL  encryption  of  traffic,
health  checking  and  firewall  policy  enforcement  on  those  servers.  The  Server  Farms  data  table,
displays all of the server farms defined on the system, including the server farm's  status,  description
and options to modify or delete a farm.

Create Farm

To configure a server farm, proceed as follows:

1. Click the New button.
The Edit Server Farm dialog pane appears.

2. Define the following settings:
Name: Give the farm a unique and descriptive name.
Description: Define the server farm's basic functionality.
Type: Determine whether you want the communication between the Ishlangu unit  and the back-
end real server to be encrypted (SSLv3, TLSv1.0, TLSv1.1, TLSv1.2) or not (HTTP).

 Note - When setting the farm Type to SSLv3, TLSv1.0, TLSv1.1 or TLSv1.2,  ensure that  the
security  certificate  used  to  secure  the  back-end  real  servers  is  imported  into  the  Application
Security  >>  Certificate  Management  >>  Certificate  Authority  certificate  store  on  the  Ishlangu
unit.

Load Balancing Strategy: Set the load balancing strategy you want  to apply  to the back-end
real servers:

Load Balancing Strategies

Round Robin Connections are routed to each of the back-end
real servers in turn.

Weighted
Round Robin

As for Round Robin, but with different proportions
of traffic directed to each back-end server based
on the weighting of each server.

Least Requests Chooses the back-end real server which
currently has the least amount of requests.

   
Firewall Policy: Select the firewall policy to enforce against all servers in the farm.
Servers in  Farm:  The  list  of  servers  already  in  the  farm.  To  remove  a  server  from  the  farm,

simply  click  on the  (Delete) button.  To  add  a  new real  server,  click  on  the  click  on  the

 (Add) button. In the Available Servers  dialog box select  a real server to add to the server
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farm and click Save.
 

Monitors:
o Enable  Monitoring:  Determine  if  active  health  checking  of  the  back-end  real  servers

should be enabled.
o Monitors:  The list  of  health  monitors  enabled  for  the  server  farm.  To  remove  a  health

monitor from the farm, simply  click  on the Delete button.  To add  a  new health  monitor,
click on the click on the Addd button.  In the Monitors  dialog box select  a monitor to add
to the server farm and click Save.

 Note - In order to define a Firewall Policy, add Available Servers and Monitors to a farm, they will
have to be defined, via their own configuration tabs, prior to creating the server farm.
    

Advanced:
o Connection Timeout: Define how long to wait  to  establish  an  initial  connection  to  the

back-end server.
o Enable  Sticky  Sessions:  Define  whether  to  enable  or  disable  transparent  session

persistence.
Sticky Session Strategy:

Sticky Session Strategies

Cookie Based Inserts cookies into the HTTP
response to track sessions.
Cookies for this method can be
identified by the prefix
'Ishlangu_', followed by the farm
name. The value of the cookie
contains a unique identifier.

Source IP Based Sends all traffic from the same
source IP address to the same
destination node. 

o Sticky Session Timeout: Defines when the sticky session expires. A value of 0 sets  the

sticky session to expire with the browser's session.

3. Click on the Save button.
    The server farm will be added to the Server Farms data table.

Modify Farm

To edit a server farm, simply click on the Edit button and the Edit  Server Farm  dialog pane appears.
In here you can make configuration changes to the server farm and then  click  the  Save  button,  to
save those changes to the Ishlangu cluster. 

Remove Farm

In  order  to  delete  a  server  farm,  click  on  the  Delete  button.  When  the  Delete  Farm  confirmation
dialog box pop-up appears, click on the Yes button.

  Warning  -  Deleting  a  farm  referenced  by  a  proxy  in  a  request  rule,  will  cause  all  requests
destined for the farm to fail.
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5.2 Real Servers

In  the  Application  Security  >>  Configuration  >>  Real  Servers  tab  you  can  define  the  actual  web
application servers you would like to accelerate and secure. These real servers can then be added to
a  server  farm  so  you  can  apply  load  balancing,  session  persistence  and  more  importantly,  an
application firewall policy.

5.2.1 Real Servers Basic Configuration

On the Application >> Configuration >> Real Servers tab you can define the actual back-end web
application servers that Ishlangu will accelerate and protect. These servers can then be added to a
server farm, where you can define a load balancing scheme, session persistence, health monitoring
and enforce a firewall profile to secure the web application.  The Real Servers data table displays all
the existing real servers defined on the Ishlangu unit, including real server status, the listening
address, port and options to Edit or Delete the real server. 

A real server's status is indicated by the traffic light indicator next to the server's name. Each color
represents a specific operational status of the real server:

Real Server Status

Available - The real server is active and is
available to be assigned to server farms.

Offline - The real server is set to Disabled and is
offline because a user disabled it. The real server
is globally disabled for all server farms it is defined
in.

 Warning - Disabling a real server in the Application Security >> Configuration >> Real Servers
tab will globally disable the real server in all server farms it is defined, for the entire cluster.

Create Real Server

To define a Real Server in Ishlangu, proceed as follows:

1. Click on the New button.
The Configure Server dialog pane will appear.

2. Define the following settings:
Name: Define a unique and descriptive name for the server.
IP: Set the IPv4 address the server is listening on.
Enabled: Whether the server is available or offline.

 Note - Setting the server's Enable setting will determine whether the server is available to be
defined in a server farm.

Port: Define the TCP port number the server is listening on.
Max Connections: Set the maximum number of connections allowed to the server. A Max
Connections of 0 sets this setting to unlimited.
Idle Timeout: Define the maximum amount of time, in seconds, of how long to wait for a
response from the back-end server before closing the connection. An Idle Timeout of 0 disables
this timeout. You should either set this to 0 and rely on the back-end server to close the
connection, or set this to the same number of seconds the back-end server has defined for idle
connections.
Server Weight: Sets the server's weighting for use with Weighted Round-Robin load balancing. A
higher weight means there is more chance of this server getting requests sent to it than servers
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defined with a lower weight.
Max Content Length: The maximum response size (in bytes), sent by the server, that Ishlangu
will accept for processing.

3. Click on Save button to save the configuration changes.
The server should now appear in the Real Servers List data table.

The Real Servers List data table, displays all of the configured real servers defined on the Ishlangu
unit, along with the real server's listening address, port and options to modify the server. 

Modify Real Server

To edit a defined real server, simply click on the Edit button and the Configure Server dialog pane
will appear. In here you can modify the configuration of the real server and then click Save button to
save the configuration changes made. 

Remove Real Server

To delete a real server click on the Delete button, on the Delete Server confirmation dialog box pop-
up click on the Yes button and the real server will be removed from the system.

 Warning - Deleting the last real server in a server farm, will cause requests to that farm to fail.

5.3 Load Balancing

Ishlangu provides a choice of load-balancing algorithms which distribute requests among the back-
end application servers in the server farm. The algorithms are as follows:

Round-
Robin

Connections are routed to each of the
back-end real servers in turn.

Weighted
Round-
Robin

The same as Round-Robin, but with
different proportions of traffic directed to
each back-end server based on the
weighting of each server.

Least
Request

Chooses the back-end real server which
currently has the least amount of requests.

Which load balancing method is best?

'Least Request' is generally the best load balancing algorithm for consistent traffic, where every
request puts the same load on the back-end application servers and where every back-end server is
the same performance. Majority of HTTP services fall into this category. Even if some requests
generate more load than others, the 'least requests' load balancing method will evenly distribute
requests across the machines and if there are sufficient requests of each type, then the load will be
evenly distributed.

Least Request is not appropriate when individual high-load requests cause significant slowdowns,
and these requests are infrequent. It is also not advisable to use Least Request, when there are
different back-end application servers with different capacities. It would be more efficient to use
Round-Robin and Weighted Round-Robin, respectively in these scenarios.

Caveats with load balancing algorithms
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Load balancing metrics are not shared between Ishlangu appliances in a cluster. For example, if two
Ishlangu appliances use the Round-Robin algorithm to distribute requests, they will progress through
the back-end servers in turn, however this will be done independently on each appliance.

5.4 Backend SSL Support

If you require SSL support  when connecting to back-end application servers,  you can configure this
within the server farm:

1. Navigate to the Application Security >> Configuration >> Farms >> Edit Server Farm page.
2. Set the server farm Type to TLSv1.2
3. Click on the Save button

 Note - You can limit the support of SSL protocols supported by the server farm, however TLSv1.2
is  backwards compatible and will  allow the server farm  to  negotiate,  with  the  back-end  server,  the
most secure protocol to use during communication.

  Note  - When setting the farm Type to  SSLv3,  TLSv1.0,  TLSv1.1  or  TLSv1.2,  ensure  that  the
security certificate used to secure the back-end real servers is imported into the Application Security
>> Certificate Management >> Certificate Authority certificate store on the Ishlangu unit.

SSL configuration is covered in more detail in CHAPTER 11.

5.5 Session Persistence

Session persistence 'Sticky Sessions' is the process by which all requests from the same client
session are sent to the same back-end application server. 

A server farm serving static content such as images, usually has no requirement for sticky sessions.
However a server farm, serving an online shopping cart, may use sticky sessions to ensure that a
user's requests are always directed to the back-end server that is holding the details of that user's
shopping cart.

Ishlangu offers the following Sticky Session strategies:

Cookie Based Inserts cookies into the HTTP response
to track sessions. Cookies for this
method can be identified by the prefix
'Ishlangu_', followed by the farm name.
The value of the cookie contains a
unique identifier.

Source IP
Based

Sends all traffic from the same source
IP address to the same destination
node. 

Cookie Based Sticky Session Strategy

This is generally the most appropriate strategy to use for HTTP and Offloaded SSL application
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traffic.All Ishlangu appliances in a cluster will inspect the value of this cookie and send the session
to the same back-end application server.

Source IP Based Sticky Session Strategy

When this strategy is enabled, the Ishlangu appliance will track the originating IP address for each
request to the server farm. If the Ishlangu appliance has already received requests from this address,
it will route the requests to the same back-end application server it used previously.

Some mobile clients may change their IP address during a session, and some clients may share IP
addresses (for example, if they are using the same proxy server), so this strategy may not be
suitable for some environments.

Source IP session maps are local to the Ishlangu appliance they were created on and are not shared
between members of a cluster. Therefore requests from the same IP, received by different Ishlangu
appliances, may be directed to different back-end application servers.

5.6 Health Monitoring

If Ishlangu sends requests  to a back-end application server and  receives  no  response,  it  assumes
that real server has failed.  It  stops sending it  requests  and balances traffic  across the remainder of
the server farm.

The  Ishlangu's  Health  Monitors  can  run  sophisticated  health  checks  against  real  servers  to
determine whether they are operating correctly. 

When a health monitor is  assigned to a server farm, it  periodically  checks each back-end server in
the server farm. If it  detects  a certain number of failures,  the  Ishlangu  appliance  assumes  that  the
real server is  unavailable.  The health monitors  provide a range of tests,  from simple tests,  such  as
pinging each back-end server, to more sophisticated tests  which check that  a node is  able to serve
specified data, such as your home page. 

On the Application Security >> Edit  Server Farm  page,  click  on the  button to expand
the server farm's  health monitoring configuration.  In here you will  be able to assign health  monitors
as well as globally enable/disable health monitoring for the server farm.

Health Monitors are described in more detail in CHAPTER 9

5.7 Draining and Disabling Real Servers

You may occasionally wish to remove one of your server farm's real servers from actively servicing
traffic. This could be permanent, or a temporary measure to allow for maintenance or upgrade. You
can choose to either Disable or Drain the real server so that the Ishlangu appliance will not send it
any new requests:

Disable a real server: This operation stops the Ishlangu appliance sending any more connections
to the real server. Existing connections will be dropped. The Ishlangu appliance will stop monitoring
the real server.

Drain a real server: If a real server is marked as 'draining', Ishlangu will not consider it during the
load balancing decision and no new connections will be made to that node. Existing connections
can run to completion, and established, idle HTTP connections will be shut down.

You can disable or drain real servers via the Application Security >> Configuration >> Farms >> Edit
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Server Farm page. Edit a server farm containing the real server, change the state to Disabled or
Draining, and click the Save button.

 Note  -  This  will  only  drain  or  disable  the  real  server  for  that  particular  server  farm.  Any  other
server farms using the same real server will continue to send it traffic.

Disabling a real server

You should 'disable' a real server if you plan to take  it  out  of  service  temporarily,  and  you  are  not
concerned about  any connections  established  with  that  real  server.  If  the  node  stops  working  (for
example,  because you shut  down  the  server),  the  Ishlangu  appliance  will  not  report  an  error.  The
advantage of disabling a real server rather than removing it  from the configuration is  that  a disabled
real server can easily be re-instated once it is ready to be used.

Draining a real server

You should 'drain' a real server if you are concerned about any connections established with that  real
server.  Please bear  in  mind  that  if  the  real  server  stops  working,  then  the  Ishlangu  appliance  will
report an error. If you plan to shut the real server down, you should drain it first, waiting until all active
connections have completed, then disable it.

To  find  out  whether  a  real  server  is  still  handling  connections,  you  can  view  its  active  set  of
connections in the Application Security >> Configuration >> Farms >> Edit  Server Farm page under
the real server's Current Connections. You can also view the server farm's real-time traffic  statistics
by  navigating  to  the  Logs  &  Reports  >>  Statistics  page  and  selecting  the  Farm/Real  Server
statistics  type.  This  page displays  statistics  for all  existing servers  farms and their associated real
servers. Types of statistics shown are:

Connections (Current, maximum and Total)
HTTP Requests (Total)

5.8 Server Farm and Real Server Status

You can monitor both server farm and real server health state.

5.8.1 Server Farm Status

An important part of managing server farms and their associated real servers, is viewing and
understanding the health status of a server farm or real server at any given time. The Admin Console
indicates the health status of a server farm and it's associated real servers, by displaying on of
several icons. At any time, you can determine the status of a server farm. The status of a server farm
is based solely on the health status of its associated real servers. Using the Admin Console, you
can find this information by viewing the Application Security >> Configuration >> Farms tab and by

clicking on the  (Edit) button for a particular farm, to view its' real servers. The Admin console
indicates server farm status by displaying one of the following traffic light indicators:

Server Farm Status

Available - All of the enabled real servers in the
server farm are available for processing traffic.

Warning - Some of the enabled real servers in the
server farm are unhealthy, however there is at least
one real server in the farm, that is available for
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processing traffic. 

Failure - All of the enabled real servers in the
server farm are unavailable and therefore cannot
accept traffic. A reason for a real server being
unavailable is that an associated health monitor
has detected that the real server is unavailable.
When a server farm status is red, user action is
usually required.

No Monitor - The state of the server farm cannot
be determined as no health monitoring has been
configured for the server farm.

Draining - All of the real servers in the server farm
are set to draining and therefore cannot accept
new traffic.

Offline - All of the real servers in the server farm
have been set to disabled and therefore cannot
accept any traffic.

 Note  - Even if all  real servers  in a server farm are marked as  disabled or draining,  if you do not
enable health monitoring and associate a health monitor with the server farm, the Admin Console will
still  display  a No Monitor state for that  farm. In order for the Ishlangu appliance  to  properly  identify
the health state of a farm and it's associated real servers, health monitoring must be enabled.

5.8.2 Real Server Status

The Admin Console indicates the real server health status for a particular server farm, by displaying
a traffic light indicator next to the real server's name in the Application Security >> Configuration >>
Farms >> Edit Server Farm page. To understand what these indicators mean, please see the
following table:

Real Server Status

Available - The real server is set to Enabled and
a health monitor, configured for the server farm,
has marked the real server as Available.

Failure - The real server is unavailable because a
monitor has marked the real server as Failed.

No Monitor - The state of the real server cannot be
determined as no health monitoring has been
configured for the server farm.

Draining - The real server has been set to draining
and therefore cannot accept any new traffic. Only
active connections are allowed.

Offline - The real server is set to Disabled and is
offline because a user disabled it. To resume
normal operation, you must manually enable the
real server.
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6 Firewall Policies

Ishlangu's Application Firewall is an enterprise-level Web Application Firewall,  that  proactively  scans
all  application  traffic  for  both  known  and  unknown  (zero-day)  exploits  and  attacks.  The  Ishlangu
Application Firewall provides a scanning engine and attack  signature recognition to  protect  against
known  attacks  such  as  SQL  injection  and  Cross-site  Scripting  (XSS).  The  scanning  engine  also
enforces  a  positive  security  model  on  all  data  submitted  by  end-users,  protecting  your  online
services from zero-day threats and unknown attacks.

6.1 Configuring a Firewall Policy

In the Application Security >> Configuration >> Firewall Policies  tab,  you can define the modes and
levels  of protection for your application servers.  By activating  the  profile's  shields  and  applying  the
profile to your farm, you will  be proactively  protecting your applications from malicious behavior like
cross-site scripting, SQL injection, denial of service and other potent attacks.

Create Firewall Policy

To create a firewall profile, do the following:

1. Click the New button.
The Firewall Policy dialog pane will appear.

2. Make the following settings:
Name: Enter a descriptive and unique name for the profile.
Default Action: Select the default action the profile will take when it identifies malicious behavior:

o Drop: Drop the request  or response,  as  well  as  the  connection,  that  the  firewall  policy

has deemed malicious.
o Log: Log the details  of the connection  that  the  firewall  policy  flagged  as  malicious,  for

later analysis, and let the request or response pass-through.
o Reject:  Send  the  user  a  503  Forbidden  response  for  connections  the  firewall  policy

deems malicious. 
    Injection Shield: Allows you to configure the inspection for Generic  Injection,  SQL Injection and
Cross Site  Scripting  (XSS)  Injection  attacks.  You  can  override  the  default  action  of  the  policy  by
selecting a different action in the shield's action drop-down list.

Injection Shield Advanced Options

Generic
Injection Filter

Enable the protection against Generic injection
attacks such as OS command injection, LDAP
injection, Remote code inclusion, HTTP
response splitting and Server-Site Include (SSI)
injection. HTML forms and other input fields are
checked by the security engine for malicious
payloads. 

SQL Injection
Filter

Enable the protection against SQL injections.
HTML forms and other input fields are checked
by the security engine for SQL commands.

Cross Site
Scripting (XSS)
Filter

Enable the protection against cross-site
scripting injection. HTML forms and other input
fields are inspected by the security engine for
HTML, Script and CSS commands.

Anomaly Score Set the injection shield inspection mode to
perform the shield's action only when the
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anomaly score has reached the score defined. In
this mode each detected potential attack, from
the same client, increases the client's attack
anomaly score. Once the client's anomaly score
is equal to or greater than the defined score, the
security shield's defined action will be applied to
the client's requests.

     
    Field  Shield:  Enables  the  verification  of  data  that  users  send  to  your  application  servers.  It
examines the type of data to ensure that it is appropriate for your application server to process.  You
can override the default firewall policy by selecting a different  action in the shield's  action drop-down
list.

Field Shield Advanced Options

Default
Expression

Select the default data validation expression to
apply to all input fields:

Alphanumeric: Only allow alphanumeric
characters in the field.
Numeric: Only allow numeric characters in
the field.
Alpha: Only permit alpha characters in the
field.

Custom
Expression

Define the default data validation expression
using a custom field validation expression.
Custom expressions are regular expressions
that define the data expected after all data
decoding has completed.

Field Shield
Exceptions

Add exceptions to override the default validation
expression defined for certain input fields:

To add a field shield exception, proceed as
follows:
1. In the Field Shield Exceptions data table,

click on the Add button
The Field Shield Exception dialog box pop-up
will appear.

2. Make the following settings:
Parameter Name: Define the input field
name to validate by supplying a regular
expression (i.e ^Name_[0-9A-Za-z]+$) that
matches the name of the parameter/s you
wish to add an exception for
Request URI: Use a regular expression to
define the request URI used to send the input
data (i.e ^.*\/login_[A-Z1-9]+$) 
Default Expression: Select a predefined
input field expression to use in input data
validation:

Alphanumeric: Only allow
alphanumeric characters in the input
field.
Numeric: Only allow numeric
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Field Shield Advanced Options

characters in the input field.
Alpha: Only permit alpha characters in
the input field.

    Custom Expression: Define the data
validation expression using a custom input field 
regular expression. 
3. Click on the Save button to add the exception
to the Field Shield Exceptions data table.

 Note  -  It  is  recommended  to  define  a  Default  Expression  for  your  field  shield  to  be  most
restrictive i.e. Alpha and define field shield exceptions for fields that require other characters.

 Warning - Regular expressions are powerful,  especially  if  you  are  not  thoroughly  familiar  with
regular  expressions.  Double-check  any  regular  expressions  you  write  to  ensure  that  they  match
exactly what you want  them to match,  and nothing else.  Careless  use of wildcards,  and especially
of  the  dot-asterisk(.*)  metacharacter/wildcard  combination,  can  have  results  you  did  not  want  or
expect.

    CSRF  Shield:  Protects  your  web  applications  against  CSRF  attacks  (Cross  Site  Request
Forgery) by ensuring HTML form data sent  to the web application,  originated from the original client
requesting the form not by a malicious script the user's browser executed,  when loading a malicious
website in the same browser window.

CSRF Shield Advanced Options

Signing Secret Here you can enter a custom secret that is used
as a signing key for the CSRF Shield.

Validate
Referer Header

Validate that the Referer HTTP request header
defines the same domain as the HTTP request's
HTTP Host header. If the validation fails the
security engine will perform the defined CSRF
Shield Action:

Off: No validation will be performed.
If-Present: Will validate if the header is
present in the HTTP request. 
Always: Validation will always be performed, if
the Referer header is not present in the
request the CSRF Shield Action is performed.

Protected Path A path you would like to secure with the CSRF
shield. By default the CSRF shield validates all
POST form data sent by the client. Protected
Path provides additional protection by validating
GET request data sent by the client, for the
defined application paths. Paths are defined as
a regular expression to allow you to define URL
Path patterns rather than just individual paths,
e.g. to secure all URL paths that start with /
secure/ you can use the following regular
expression: 

^\/secure\/.* 



© 2014 Shaka Technologies Ltd50 Ishlangu Reference Manual

 Note - It is recommended to define a CSRF Token Timeout that is equal to the application's  user
session timeout. This will help reduce broken links and forms mid-session.

       
    Cookie Shield: Enable the protection against  manipulated or poisoned cookies.  When enabled,
Ishlangu  is  able  to  detect  cookies  that  have  been  tampered  with  and  will  carry  out  the  shield's
defined action.

Cookie Shield Advanced Options

Signing Secret Here you can enter a custom secret that is used
as a signing key for the Cookie Shield.

Cookie White-
list

Allows you to define a white-list of cookie names
you do not want the Cookie Shield to validate.
You can supply a regular expression that defines
the name of the cookie. To allow cookies, whose
name begin with the string logon_ and are
followed with the user's logon name, to be user-
modifiable:

^logon_[0-9A-Za-z]+$

    Rate  Shield:  Protects  your  web  application  against  rate  based  Denial  of  Service  Attacks  by
limiting the  number  of  requests  allowed  within  a  specified  interval.  Clients  that  violate  the  defined
Rate Shield policy, whose requests that  do not  meet  the defined policy,  will  have the defined shield
action applied to those requests.

Rate Shield Advanced Options

Request Rate
Count

Define the maximum number of requests allowed
within the Request Rate Interval.

Request Rate
Interval

Specify the time, in seconds, in which the
number of requests are limited.

Rate Block
Period

The period of time, in seconds, to block an
offending client. 

 Note  - The Rate  Block  Period  will  only  take  affect  if  the  Rate  Shield  defined  Action  is  set  to
Block. Clients that violate the defined Rate Shield policy, will be blocked for the duration of the Rate
Block Period.

    Robot  Shield:  Mitigates  against  HTTP  Denial  of  service  tools,  vulnerability  scanning,  web
exploits,  automatic  comment  posters/comment  spam,  spiders  and  crawlers.  It  does  this  by
challenging the client  to ensure it  is  a true browser and not  a bot  or scanner or scripted tool.  If the
client  passes  the  challenge,  then  a  specifically  crafted  cookie  is  set  on  the  client  to  ensure
subsequent  requests  are  not  challenged,  therefore  reducing  the  impact  of  delay  to  the  user
experience.

Robot Shield Advanced Options

Robot Cookie
Timeout

Specifies the maximum duration in seconds, of
the robot shield cookie before it is dropped and a
new challenge is sent to the client.

Signing Secret Here you can enter a custom secret that is used
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as a signing key for the Robot Shield.

    AV Shield: Select this option to protect  your web application against  viruses.  When enabled,  all
uploaded files  will  be scanned by the Ishlangu antivirus  engine,  before  being  sent  to  the  back-end
real server.  If a malicious payload is  detected by  the anti-virus  engine,  one of  three  actions  will  be
performed (Depending on the AV Shield's selected action):

Drop: The request will be dropped as well as the client's connection. The detected malware
information will  be logged for later review.The malicious file will  be deleted and nothing will
be sent to the back-end real server.
Log: The detected malware information will  be logged for later review,  but  the  request  will
still be sent to the back-end real server.
Reject: The request will  be dropped and a 503 Forbidden error message will  be sent  back
to the client. The detected malware information will be logged for later review.  The malicious
file will be deleted and nothing will be sent to the back-end real server.

 Warning - The anti-virus engine has a default file size limit  of 25MB. Files  uploaded that  exceed
this limit will be deemed malicious and the selected action will be performed on the request.

   Session Shield: Enable the protection of your web application's  user  sessions  against  session
hijacking.  When  your  web  application  issues  a  session  cookie,  Ishlangu  detects  it  and  issues  a
corresponding  session  validation  cookie.  In  order  to  be  able  to  identify  the  session  cookie,  it  is
necessary  to  enter  the  name  of  the  cookie  containing  the  session  id  (i.e.  PHPSESSIONID,
JSESSIONID, ASPSESSIONID).

Session Shield Advanced Options

Session Token The name of the cookie containing the session
identifier. This field is required to enable session
protection.

Signing Secret Here you can enter a custom secret that is used
as a signing key for the Session Shield.

    Protocol  Shield:  Provides  protection  against  buffer  overflow attacks  as  well  as  ensures  strict
HTTP protocol compliance.

Protocol Shield Advanced Options

Max URI Size The maximum length, in characters, allowed in
the HTTP URI.

Max Cookie
Size

Maximum length, in characters, allowed for any
cookie in the HTTP request.

Max Header
Size

The maximum length, in characters, allowed for
any header in the HTTP request.

Max Request
Body Size

Maximum size, in bytes, allowed for the HTTP
request's body.

Max Total
Headers Size

The maximum length, in characters, allowed for
the entire set of headers in the HTTP request.

Max Content
Size

Maximum size, in bytes, allowed for the HTTP
request's content.
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Max Parameter
Size

Defines the maximum length, in characters, of
an individual HTTP request parameter.

Max Request
Size

Maximum size, in bytes, allowed for the entire
HTTP request.

Max Cookies
Count

Maximum total number of cookies allowed in the
HTTP request.

Max Headers
Count

Sets the total number of HTTP headers allowed
in the request.

Max
Parameters
Count

Defines the total number of parameters allowed
in the HTTP request.

Allowed HTTP
Methods

Restrict which HTTP methods are allowed in the
HTTP request.

3. Click on the Save button.
    The firewall profile is added to the Firewall Policies data table.

 Warning - Please ensure that all content sent from the back-end server is not compressed with
GZIP or Deflate compression. Enabling compression on back-end servers is not supported and may
cause unexpected issues with the certain shields. It is more efficient if you offload content
compression by enabling it on the Ishlangu unit and disabling it on all the back-end servers.

Modify Firewall Policy

In order to edit  a firewall policy,  simply  click  on the  Edit  button  associated  with  the  firewall  policy
you wish to edit.  The Firewall Policy pane will  appear.  In here you can make configuration changes
to the firewall policy and then click the Save button, to save those changes to the Ishlangu cluster. 

Remove Firewall Policy

To delete a firewall policy,  simply  click  on the Delete button associated with the firewall policy  you
wish to delete. When the Delete Firewall Policy confirmation dialog box pop-up appears,  click  on the
Yes button.

 Warning - The system will  not  allow you to delete a firewall policy  that  is  currently  being used
by a server farm.

7 Clustering

A cluster of Ishlangu appliances can distribute incoming network traffic between them. In the event
one of them fails, traffic originally destined for that node will be evenly distributed to the rest of the
nodes in the cluster.

7.1 Fault Tolerance

Virtual IP Addresses

A  Virtual  IP  Address  is  an  additional  IP  address  bound  to  a  specific  network  interface  on  the
Ishlangu  unit.  An  Ishlangu  proxy  can  bind  to  any  one  of  these  virtual  IP  addresses  in  order  to
securely publish your web application. 
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In a cluster, virtual IPs  belong to all  nodes in the cluster,  however it  will  only  reside on one node at
any given time. With Active/Passive clustering, the virtual IPs reside on the master node.  Only  if the
master fails will the virtual IPs then reside on the backup node. In an Active/Active cluster,  the virtual
IPs are distributed (in a round-robin scheme) to all  AVAILABLE  nodes in the cluster.  When a node
fails, it's virtual IPs are redistributed to the remaining AVAILABLE nodes in the cluster.

For example, a web service may be published on IP address 80.169.169.2.  You can ensure that  the
service is always available by adding that IP address (or it's  translated internal address) as  a Virtual
IP address to the cluster. The Ishlangu cluster will raise that IP address and manage all  of the traffic
to it. 

Distributing traffic within a Ishlangu cluster

Application traffic can be shared between Ishlangu appliances in a cluster. Each Virtual IP Address
is raised on one of the Ishlangu appliances in the cluster. Each VIP configured is evenly distributed
across all nodes in a cluster. Each Ishlangu appliance, reports periodically to the other members of
the cluster, and if one should fail, the remaining Ishlangu appliances will take over its share of
application traffic. In this way, services that depend on the Virtual IP Addresses are always available.

Possible configurations of Virtual IP Addresses and how they are affected by the cluster mode
chosen, is discussed in the Example Configurations section of CHAPTER 2.

7.2 Cluster Configuration

On the  Management  >>  High  Availability  page,  you  can  manage  and  configure  your  cluster.  The
Cluster Nodes  data table displays  the  current  set  of  nodes  in  the  cluster,  including  specific  node
information:

ID: Node's cluster unique id.
State: The node's current state in the cluster. 
IP Address: The management (eth0) IP address of the node.
Role: The node's current role in the cluster.
Options: Available actions allowed to be performed on the node:
o Delete

The following section will outline how to perform the necessary functions to maintain a healthy
Ishlangu cluster:

Add Node
In order to add a node to the cluster, proceed as follows:

1. On the Management >> High Availability page click on the Add Node button.
2. When the Cluster Configuration pane appears:
o IP Address: Enter the IPv4 address of the node you would like to add to the cluster.

The remote node's management interface must be on the same subnet as the management
interface of the node whose AdminConsole you are logged into and configuring.

3. Click on the Save button to add the node to the cluster and save the configuration changes. 

 Warning: Please ensure you do not make any other configuration changes when adding a node
to the cluster, doing so will corrupt the current configuration data. During the process, the
configuration of the remote node will be completely wiped and the configuration data of the cluster
will be copied across to the remote node.

Remove Node
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In order to remove a node from the cluster, proceed as follows:

1. On the Management >> High Availability >> Cluster Nodes data table, click on the Delete button
for the associated node you want to remove from the cluster.

2. The Delete Node dialog pop-up box will appear, click on the OK button to confirm the removal of
the node.

 Warning: Please ensure you do not make any other configuration changes when removing a
node from a cluster, doing so will corrupt the current configuration data. During the process, the
configuration of the node you are removing will be completely wiped and reset with factory defaults. 

Change Cluster Mode
In order to change the default cluster mode, proceed as follows:

1. On the Management >> High Availability, click on the Cluster Mode button.
2. When the Cluster Configuration pane appears:

Cluster Mode: Select the mode the cluster should operate in.
3. Click on the Save button.

The cluster mode will change the effective role of each node in the cluster (ACTIVE_ACTIVE - all
available nodes will be in the role of MASTER, ACTIVE_PASSIVE - only one node will be in the role
of MASTER, all other nodes will be in the role of BACKUP.) 

 Note - When changing the cluster mode from ACTIVE_ACTIVE back to ACTIVE_PASSIVE you
will be given the opportunity of selecting which node in the cluster will be the MASTER node. It is
recommended to select the first node in the cluster IS1.

7.3 Creating Virtual IPs

On the Network  >> Interfaces >> Virtual IPs tab you can create and manage virtual IP addresses on
the Ishlangu cluster. The Virtual IPs data table shows the currently defined virtual IPs and the
interface they are bound to. 

Add VIP

To configure a Virtual IP, proceed as follows:

1. On the Network  >> Interfaces >> Virtual IPs tab, click on the New button.
The Configure Virtual IP Address pane will appear.

2. Define the following configuration items in the Configure Virtual IP Address dialog pane:
Virtual IP: The IPv4 additional address to add to the system.
Interface: Select the network interface to bind the IP address to.
Master Node: (Active/Active Cluster Mode Only) Select the ID of the master node that the virtual
IP belongs to. 
It is recommended that the default option, Automatic be selected to ensure the proper distribution
of IPs to AVAILABLE cluster nodes.

3. In order to add the virtual IP to the configuration, click on the Save button.

The virtual IP will be added to the Virtual IPs data table and the VIP will be listening on the assigned
interface of the MASTER node in the cluster.

 Warning - It is good practice always to check if another machine on your network is using an IP
before you assign it as a virtual IP. Whatever you do - don't set one of your clustered node's
management IP in here as this will cause the machine to reject all network traffic. This can be
quite tricky to recover from.
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Modify VIP

Modifying a virtual IP address, allows you to manually set the MASTER node for that VIP.

 Note - You can only modify virtual IPs when the cluster mode is set to ACTIVE_ACTIVE and
there are more than one Ishlangu unit in the cluster.

To edit a virtual IP, please proceed as follows:

1. On the Network  >> Interfaces >> Virtual IPs tab, click on the Edit button associated with the
virtual IP you wish to edit.
The Configure Virtual IP Address pane will appear.

2. Define the following configuration items:
Master Node: (Active/Active Cluster Mode Only) Select the ID of the master node that the virtual
IP belongs to.

3. Save the changes made, by clicking on the Save button

The virtual IP changes will be saved and the VIP will be listening on the assigned interface of the
selected MASTER node in the cluster.

 Warning - It is recommended that you do not modify the Master Node of a virtual IP address as
this can lead to an imbalance in your ACTIVE_ACTIVE cluster. The default setting ensures that your
cluster operates efficiently to ensure traffic is distributed evenly across all nodes in the cluster.

Remove VIP

To delete a virtual IP, simply click on the Delete button associated with the virutal IP you wish to
delete. When the Delete Virtual IP confirmation dialog box pop-up appears, click on the Yes button
to delete the virtual IP.

 Warning - The system will not allow you to delete a virtual IP that is currently being used by a
proxy.

7.4 Cluster Health Checks

In the Admin Console the Management >> High Availability >> Cluster Nodes data table will  display
the  current  state  of  a  specific  node.  Each  node  within  the  cluster  can  be  in  one  of  the  following
states.  A clustered node's  state is  indicated  by  the  traffic  light  indicator.  Each  color  represents  a
specific operational state of the node:

Clustered Node State

Available - The node is up and available to
process application traffic.

Failure - The node is unreachable, marked as
down and is therefore unavailable to process
application traffic. When a node's state is red, user
action is usually required.

All nodes  monitor  themselves  by  means  of  a  heartbeat  signal,  a  periodically  sent  multicast  UDP
packet is used to check if the other nodes are still alive. If any node fails  to send this  packet  due to
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a technical error, the node will be declared as FAILURE. 

 Note:  In  case  of  a  fail-over  event,  the  unit  that  takes  over  operations  performs  an  ARP
announcement (also known as gratuitous ARP).  This  is  usually  an ARP request  intended to update
the ARP caches of other hosts  or network  devices which  received  the  request.  Gratuitous  ARP  is
utilized to announce that  the IP of the master was moved to the slave.  Ensure that  all  nodes'  eth0
interface is configured and connected to the same subnet. This is the management network interface
and is responsible for cluster management, synchronizing and distribution of configuration data.

Cluster Diagnostics

The Cluster Diagnostics page reports any cluster problems the Ishlangu unit finds with your setup,
such as unavailable nodes or bad configuration. 

The  notification signals a problem with the cluster. Click on the
link and you will be taken to the cluster diagnostics page where you can troubleshoot the issue.

Node Down

When one of the nodes in the cluster fails to respond to the heart beat signals sent by the other
nodes in the cluster, the node is marked as FAILURE and the cluster fault notification appears.
Please ensure that you recover any lost nodes, prior to making any configuration changes. This will
make sure no configuration conflicts occur.

Node Out of Sync

It is possible for a node's configuration to fall out of sync with the rest of the cluster. If this were to
occur the cluster fault notification will appear. To re-sync the node's configuration proceed as follows:

1. Click on the Cluster Fault Detected notification
2. Under the out of sync notification, click on the Synchronize button.

The confirmation should appear:

Configuration Conflict

When more than one administrator makes a configuration change on different nodes, a cluster
configuration conflict may occur. If this happens the cluster fault notification will appear. To resolve
the conflict proceed as follows (Please ensure only one user is logged into the cluster to perform this
procedure):

1. Click on the Cluster Fault Detected notification.
The Cluster Synchronization Conflicts data table should appear:
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2. Click on the Accept button associated with the node whose changes you wish to keep.
The configuration update confirmation should appear as well as the notification that there are no
cluster issues detected.

 Warning - It is imperative you do not make any configuration changes when a Cluster Fault  has
been detected. If you do make a change, you could risk corrupting your configuration. Please resolve
all cluster errors prior to making any further changes to your configuration. 

8

applications traffic. It explains how to create and apply new rules and provides some examples.

The Shaka Support Portal contains a large amount of examples and documentation describing how

8.1 Overview

to the appliance's proxy servers.

connection or network request, and whenever it receives a response from a back-end application
server. The rules can inspect the incoming and outgoing data in the connection, and other aspects
related to the connection such as the remote address of the client making the connection.

https://support.shakatechnologies.com/
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or headers in the HTTP request), respond directly to the client or inform the Ishlangu appliance how
to route the request to the most appropriate server farm.

This gives you the ability to control precisely how the Ishlangu appliance manages your application
traffic, by using rules that are designed to meet your application's hosting requirements.

8.1.1

Send requests for www.shakatechnologies.co.uk to our main corporate site
www.shakatechnologies.com

Requests to URLs beginning with "/admin" are only allowed by Shaka corporate office network
users

named MobileApps)

http://www.shakatechnologies.co.uk
http://www.shakatechnologies.com


def run() {

// Send users to our main corporate site

if(http.getHostHeader().equals("www.shakatechnologies.co.uk")) {

http.changeSite("www.shakatechnologies.com");

}

// Only allow requests for /admin from corporate users

if(!net.getRemoteIP().equals("80.169.169.2")) {

http.sendResponse(403, "text/html", "Access Denied!", null);

}

// Route requests from Android and iPhone users to "MobileApps" farm

var userAgent = http.getHeader(true, "User-Agent");

if(userAgent.contains("Android") || userAgent.contains("iPhone")) {

farm.use("MobileApps");

}
}

The next rule can be used with HTTP responses. It processes the response as follows:

If the response 'Content-Type' is of 'image/*' type, then cache the image for 30 minutes

If the response contains  references to www.shakatechnolgies.co.uk,  rewrite the references to
www.shakatechnologies.com

def run() {

// Cache Images and hold entries in cache for 30 minutes

var content = http.getHeader(false, "Content-Type");

if(!string.isEmpty(content)) {

if(content.contains("image")) {

http.cacheResponse();

http.cacheEntryTtl(1800);

}
}

/* Rewrite response content that references the wrong 

http://www.shakatechnolgies.co.uk
http://www.shakatechnologies.com


© 2014 Shaka Technologies Ltd60 Ishlangu Reference Manual

*  domain name. Our corporate domain is
*  www.shakatechnologies.co.uk not www.shakatechnologies.co.uk
*/

if(content.equals("text/html")) {

var body = http.getBody(false);

if(body.contains("www.shakatechnologies.co.uk")) {

body = body.replaceAll("www\.shakatechnologies\.co\.uk", "www\.shakatechnologies\.com";

http.setBody(false, body);

}
}

}

8.1.2

uControl
, included with your distribution. It is also linked within the Admin Console by

navigating to Support >> Manuals. 
In the Application Security >> Rules >> Rule 

reference guide. When editing a rule, click on the  to see the reference.

8.1.3 Application of Rules in Ishlangu

uControl  rules are used by a proxy server to choose a server farm to handle a request.  The
rule can inspect  any part  of the request,  modify  it,  and decide which server farm should handle the
request.

You can use a rule to dictate what parts of your application are accessible, based on the connection
attributes  or the type of client  the request  originated from. For example,  you  could  segment  users
based on User-ID or Cookie to provide unique experience for VIP users. Enforce the usage of HTTPS
usage for specific or entire site content. 

Rules  can be used to check the response from the server and modify  it,  or even cache it  for faster
retrieval. You could rewrite server responses that  contain sensitive or incorrect  data on the fly,  with
no application downtime.

8.2 Using a Rule

Application Security >> Rules repository. You can create
rules here, modify them and delete unused rules as required.

You can configure a proxy server to execute one or more rules each time it receives a new request
or response. This way, several different proxy servers can use the same rule, and modifications to
the rule take effect on all proxy servers.

1. Create a new rule in the rule repository.



2. Configure your proxy server to use the rule.

8.2.1 Creating a Rule

On the Application Security >> Rules page you have the ability to create, view, edit and delete
existing rules located in the Rules data table.

Please bear the following in mind when creating or editing a rule:

Rules can be of any length; bear in mind that a very long rule may be inefficient.
Closing the editor or navigating away will automatically discard any changes. You have to
click on the Save button to ensure changes you make are saved to the system.
Make sure all code you wish to execute is located within the Run method.
The keywords 'access', 'farm', 'geo', 'http', 'http.wco', 'logger', 'net' and 'string' are reserved
words and cannot be used as variable names.
Pressing Tab on your keyboard should insert a tab into your rule rather than changing focus.

anytime by clicking on the Rule Reference Guide button.

assist users in writing code and improving readability:

Syntax coloring 
Automatic indentation
Code Snippets
Code Auto-completion
Editor Resizing

Code Snippets

For example, lets say you wanted to write a common 'if-else'
block of code. Normally you would have to type out the entire block of code.  With the snippet
functionality, just type 'ife' and press the TAB key.  The rule editor will generate the 'if-else' block for
you and move the cursor to the conditional section of the 'if' statement.

There are quite a few snippets that you can use.  For a full list of the snippets, just press CTRL +
SPACE on your keyboard, anywhere in the rule editor and a pop-up will display all the available
snippets.

Code Autocompletion

variable declarations as well as help complete method declarations. By pressing CTRL + SPACE on
your keyboard, the editor's autocomplete context menu will display allowing you to select the local
variable or method name with its parameters:
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Create Rule

To create a new rule, proceed as follows:

1. Click on the New button
The Rule pane will appear.

2. Make the following changes:
Name:  Enter a unique and descriptive name for the rule.
Rule Editor: Enter the code within the run method. 

3. Click on the Save button.

The rule will be compiled and then saved to the Rules data table. If there is an issue with your code's
syntax, a compilation error will occur and the rule will not be saved. 

the rule within the def run() method. When you click on the Save button, the system will compile
the rule. Any compilation errors will be displayed on the screen.

Applying a Rule to a Proxy Server

Once a rule has been successfully created, it can be applied to any proxy servers. To configure a
proxy server to use the rule, proceed as follows:

1. Navigate to the Application Security >> Configuration >> Proxies >> Configure Proxy Server
page. 

2. If the rule is to process the request, click on the Add rule button under the Request Rules
table. However if the rule is to process the back-end server responses, then click on the Add
rule button under the Response Rules table.

3. A dialog box will appear where you can choose new rules to add to the proxy from the drop-
down selection. You are also able to define the rule's processing priority. The lower the
number set the higher the rule priority. A rule priority of 0 is the highest priority you can



assign a rule.
4. Rules are processed in the order of their priority. If the first rule does not make a final decision

about a request or response, the second rule is processed, etc.
5. Click the Save button to add the rule to the proxy server.

8.3 Example Rules

8.3.1 Routing by Content Type

This example inspects the client's user-agent in a HTTP request. It chooses a server farm to handle
the request based on the browser type.

Setup a server farm for each of these farms called WebKit, WAP and JME respectively. The
following rule directs network traffic according to the type of browser making the request.

def run() {

// Determine the client's capabilities

var browser = http.getHeader("User-Agent");

if(browser.contains("iPhone") || browser.contains("Android")) {

farm.use("WebKit");

} else if(browser.matches("MIDP.*CLDC")) {

farm.use("JME");

} else {

farm.use("WAP");

}
}

 

8.3.2 Customer Prioritization

This example inspects the cookie in an HTTP request. It uses the value of the cookie to determine
which server farm to select. One server farm has faster servers than the other server farm, which are
dedicated for premium users.

The company have divided their customer base into "whales" and "tunas" membership. It wishes to
give priority to the "whales" customers. Two server farms are created, premium and standard. The
premium server farm is assigned five 48 core monster servers, while the standard server farm is
assigned two 24 core standard servers. The site uses a cookie login system, and assigns a cookie
with the customer type encoded as the cookie value. The Ishlangu appliance can inspect the cookie
and differentiate between membership levels, sending traffic to the correct server farm:

def run() {

// Get the bookmaker_member cookie value
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var memberType = http.getCookie("ourBet_Mem");

if(!string.isEmpty(memberType)) {

var decoded = string.base64Decode(memberType);

if(decoded.contains("whales")) {

farm.use("premium");

} else {

farm.use("standard");

}
}

}

8.3.3 Mask Credit Card Data

In this example we are going to ensure that none of our responses contain credit card data. If they
do, mask the digits with the X character. This rule will inspect the HTTP response from the back-end
application server and therefore should be applied to the proxy server's response rule list:

def run() {

// Ensure no credit cards pass

var body = http.getBody(false);

// Visa
body = body.replaceAll("^4[0-9]{12}(?:[0-9]{13})?$", "XXXX-XXXX-XXXX-XXXX");

// MasterCard
body = body.replaceAll("^5[1-5][0-9]{14}$", "XXXX-XXXX-XXXX-XXXX");

// American Express
body = body.replaceAll("^3[47][0-9]{13}$", "XXX-XXXX-XXXX-XXXX");

http.setBody(false, body);

}

Although this  is  not  a total application security  solution,  this  example  demonstrates  how Ishlangu
and  the  power  of  uControl   can  be  used  as  an  additional  layer  of  security  along-side
Ishlangu's Application Firewall, to ensure your customer's data is safe and secure. 

9 Health Monitors

This chapter describes Active Health Monitoring used on the Ishlangu appliance to help identify
poorly performing or failed back-end servers . It explains how to create and apply new monitors to
existing server farms.
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9.1 Overview of Health monitors

A server farm may be configured to actively perform periodic tests and verify the correct operation of
each real server in the farm. By using health monitors, the Ishlangu appliance can detect failures
even when no traffic is being handled.

The tests are performed at configured intervals against each real server in a server farm; if they fail
often, then that back-end server is marked as unavailable, and the Ishlangu appliance will stop
sending traffic to that real server. Ishlangu will also notify the recipients defined in the Management
>> Notifications >> Notification Config tab that the real server has been deemed unhealthy and has
been disabled. The monitor will continue to test the failed real server, when the test passes the real
server will be enabled and available to service requests. Likewise all configured notification recipients
will be notified of the real server recovery.

The monitors can be configured in the Application Security >> Monitors repository and can be
applied to any server farm. Each monitor performs a specific test. These range from simple tests,
such as pinging each back-end server, to more sophisticated tests which check that the real server
is able to serve specified data, such as your home page.

 Warning - A monitor sending test requests will increase the load on a server farm, albeit by a
small amount. You should ensure that your back-end servers can handle the traffic produced by the
monitors. You can alter the frequency of the monitors, to avoid generating excessive load.

9.2 Using a Monitor

Health monitors are stored in the Application Security >> Monitors repository. You can create
monitors here, modify them and delete unused monitors as required.

You can configure a server farm to use any number of health monitors, in order to ensure all
configured real servers are able to properly service user requests.

To configure the Ishlangu appliance to proactively monitor your back-end servers you need to:

1. Create a new monitor in the monitor repository.

2. Configure your server farm to use the monitor.

9.2.1 Creating a Monitor

On the Application Security >> Monitors page you have the ability to create monitors as well as
view, edit and delete existing monitors located in the Monitors data table.

Create Monitor

To create a new monitor, proceed as follows:

1. Click on the New button.
The Monitor pane will appear.

2. Make the following changes:
Type: Create a monitor from the following base types:

Monitor Types

Ping Monitors of this type ping the target real server
at specified intervals. Ping works by sending
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ICMP echo request packets to the target host
and listening for ICMP echo response replies.

HTTP Monitors of this type send a HTTP request to the
target server, optionally using SSL, with
specified parameters such as host header, the
URL path and authorization to use. It can be
configured to either search for a status code
regex in the response, a regex of the response
body or both.

Name: Enter a unique and descriptive name for the rule.
Description: Define the monitor's basic functionality.
Delay: The minimum time between calls to a monitor in seconds.
Timeout: The maximum run-time for an individual instance of the monitor.
Failures: The number of times in a row that a real server must fail execution of the monitor
before it is classed as unavailable.
Host Header (HTTP Only - Optional): The host header to use in the test HTTP request.
Path (HTTP Only): The path to use in the test HTTP request. This must be a string beginning
with a / (forward slash).
Authentication (HTTP Only - Optional): The HTTP basic authentication username:password to
use for the test HTTP request.
Status Regex (HTTP Only - Optional):  A regular expression that the HTTP status code must
match.
Body Regex (HTTP Only - Optional): A regular expression that the HTTP response body must
match. 

 Note - When configuring the HTTP monitor you must configure the monitor to either search the
response status code or the response body or both. You cannot save the monitor if both these items
are not configured.

3. Click on the Save button.

Applying a Monitor to a Server Farm

Once a monitor has been successfully created, it can be applied to any server farm in the Ishlangu
appliance. To configure a server farm to use the monitor, proceed as follows:

1. Navigate to the Application Security >> Configuration >> Farms >> Edit Server Farm page. 

2. Expand the Monitors section by clicking on the  button.
3. Enable monitoring of real servers in this farm, by selecting Yes to Enable Monitoring.

4. Click on the  button under the Monitors table.
5. A dialog box will appear where you can choose monitors to add to the farm from the drop-

down selection.
6. Click on the Save button to add the selected monitor.
7. Finally click on the Save button on the Edit Server Farm page to ensure the configuration

change is applied to the server farm.
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10 Access Plans

This chapter describes Access Plans used on the Ishlangu appliance to help authenticate user
access to applications published with Ishlangu.  It explains how to create and apply new access
plans to existing proxy servers.

10.1 Overview of Access Plans

Access Plans are user authorization and access controls you can assign to proxies. These plans
authenticate user access to applications published with Ishlangu. Ishlangu will then manage that
user's session, and if required provide single sign-on across multiple sub-domains. Providing your
users with seamless access to all your secure web applications without having to logon multiple
times.

Typically, when an access plan is in use, a user will be presented with a logon page. The user
enters credentials (for example, a logon name and password), and these credentials are then
passed to the configured authentication service defined in the associated, auth config of the access
plan. If the authorization service successfully authenticates the user, Ishlangu will cache the user's
credentials and will establish an SSO token for that user. Ishlangu will then manage that user's
access and token throughout the user's session, providing single sign-on capabilities if needed.
However if the authorization service fails to authenticate the user, the user will be notified via the
authentication error message on the logon page.

The access plan logon page can be customized, allowing you to brand it with your company logo as
well as set custom welcome and authentication error messages:

A. The Logo of the access plan may be used to brand the logon page.
B. The Welcome Message of the access plan may be customized.
C. The Error Message warns users of the failed login, and may be a custom message configured in

the access plan.
D. The Username Label for the username input field, may be customized in the access plan.
E. The Password Label for the password input field, can be a custom label.
F. The Submit Button Label for the logon form's submit button is a customizable label.
G.The Footer Message allows you to define a custom footer message for the logon page.
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10.2 Using an Access Plan

Access Plans are stored in the Application Security >> App Access >> Access Plans repository.
You can create access plans here, modify them and delete unused access plans as required.

You can configure a proxy server to use an access plan, in order to ensure all user connections are
properly authenticated and secure. This will also allow you to provide single sign-on facilities for all
your published applications.  

To configure the Ishlangu appliance to proactively authenticate access to your published applications
you need to:

1. Create a new SSO profile.

2. Create a new auth config.

3. Create a new access plan and assign the auth config and SSO profile to the access plan.

4. Enable the use of an access plan in a proxy server and assign the configured access plan to
the proxy server.

10.2.1 Creating a SSO Profile

The single sign-on profile page allows you to configure SSO credential mapping to enable the
forwarding of stored user credentials to applications and servers automatically, without having to
input them repeatedly.

As different applications and resources support different authentication mechanisms, the Ishlangu
access plan may be required to store and translate credentials that differ from the user name and
password that a user inputs on the logon page. The SSO profile helps by mapping the credentials to
a specified authentication mechanism.

Create SSO Profile

To create a SSO profile, proceed as follows:

1. Click on the New button.
The SSO Profile pane will appear.

2. Make the following changes:
Name: Enter a unique and descriptive name for the SSO profile.
SSO Method: Define the authentication mechanism used by the application.
Default NTLM Domain (NTLM Only): Define the default NETBIOS name for the domain you are
authenticating against.

3. Click on the Save button.

Modify SSO Profile

To edit a SSO profile's settings simply click on the Edit button associated with the profile you wish
to edit and the SSO Profile pane will appear. In here you can modify the configuration and then click
the Save button to save the configuration changes made.

Remove SSO Profile

To delete a SSO profile, simply click on the Delete button associated with the profile you wish to
delete. When the Delete SSO Profile confirmation dialog box pop-up appears, click on the Yes
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button to delete the profile.

 Warning - The system will not allow you to delete a SSO profile that is currently being used by
an access plan.

10.2.2 Creating an Auth Config

The App Access >> Auth Config tab, allows you to define the authentication service the Ishlangu
cluster will use to authenticate user logins against. Typically, when an access plan is in use, a user
will be presented with a logon page. The user enters credentials (for example, a logon name and
password), and these credentials are then passed to the configured authentication service defined in
the associated, auth config of the access plan.

Create Auth Config

To create a Auth Config, do the following:

1. Click on the New button.
The Auth Config pane will appear.

2. Make the following changes:
Name: Enter a unique and descriptive name for the Auth Config.
Authentication Method: Define the authentication mechanism the authentication service uses.
Authentication Request Timeout: Set the time, in seconds, Ishlangu will wait for a response
from the authentication service.
IP Address: Enter the IPv4 address of the authentication service.
Port: Define the TCP Port the authentication service listens on.
HTTP Authentication Type (HTTP Method Only): Select the type of HTTP authentication used
by the authentication service.
HTTP Host Header (HTTP Method Only): Set the Host header used in the authentication
request.
HTTP Authentication Path (HTTP Method Only): Define the URL path required to authenticate
against.

3. Click on the Save button.

Modify Auth Config

To edit an Auth Config's settings simply click on the Edit button associated with the Auth Config you
wish to edit and the Auth Config pane will appear. In here you can modify the configuration and then
click the Save button to save the configuration changes made.

Remove Auth Config

To delete an Auth Config, simply click on the Delete button associated with the profile you wish to
delete. When the Delete Auth Config confirmation dialog box pop-up appears, click on the Yes
button to delete it.

 Warning - The system will not allow you to delete an Auth Config that is currently being used by
an access plan.

10.2.3 Creating an Access Plan

In an access plan, you define the criteria for granting access to your applications. An access plan
performs authentication checks, to authenticate the user before the user is granted access to the
real servers, secured by Ishlangu. Once a user has been successfully authenticated via the
configured auth config's authentication service, the Ishlangu unit will grant application access to the
user. 
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The access [lan also defines the customization of the logon page, that is presented to
unauthenticated users. This allows you to perform branding and custom messages and labels on the
page.

Create Access Plan

To create access plan, perform the following:

1. Click on the New button.
The Access Plan pane will appear.

2. Make the following changes:
Name: Enter a unique and descriptive name for the Access Plan.
Auth Config: Select the Auth Config to use in the Access Plan.
SSO Profile: Define the SSO Profile to use in the Access Plan.
Signing Secret: Enter the custom secret that is used as a signing key to protect the SSO token
sent to the user.
Session Idle Timeout: Set the maximum duration of user inactivity, in seconds, after which the
Ishlangu cluster will release the user's authenticated session and the user will have to re-
authenticate.
Title Message: Enter the custom message you would like to display for the title of the logon
page.
Welcome Message: Define the custom message you would like to display to the user on the
logon page.
Footer Message: Set the custom footer notice you would like to display on the logon page (e.g.
"@Copyright 2013 CompanyName)
Error Messsage: Enter the custom error message displayed, on the logon page, when a user
enters invalid credentials.
Submit Button Label: Define the custom button label for the submit button.
Username Label: Set the custom label for the username input field.
Password Label: Enter the custom label for the password input field.
Enable Common Domain Session: Select whether you would like SSO enabled for a common
root domain.
Common Domain: Define the common domain to set SSO for, e.g. company.com (provides
SSO for xyz.company.com and abc.company.com).
Logo: Select a logo to set on the logon page for branding.

3. Click on the Save button.

Applying an Access Plan to a Proxy Server

Once an access plan has been successfully created, it can be applied to any proxy server in the
Ishlangu appliance. To configure a proxy server farm to use the monitor, proceed as follows:

1. Navigate to the Application Security >> Configuration >> Proxies >> Configure Proxy Server
page.

2. Enable the use of an access plan by setting the Enable Access Plan proxy server option to
Yes.

3. Select the access plan you wish to apply to the proxy server in the Access Plan drop-down
selection menu.

4. Finally click on the Save button on the Configure Proxy Server page to ensure the
configuration change is applied to the proxy server.

Modify Access Plan

To edit an Access Plan's settings simply click on the Edit button associated with the Access Plan
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you wish to edit and the Access Plan pane will appear. In here you can modify the configuration and
then click the Save button to save the configuration changes made.

Remove Access Plan

To delete an Access Plan, simply click on the Delete button associated with the plan you wish to
delete. When the Delete Access Plan confirmation dialog box pop-up appears, click on the Yes
button to delete it.

 Warning - The system will not allow you to delete an Access Plan that is currently being used
by a proxy.

11 SSL Management

SSL (Secure Sockets Layer) is a protocol used to send traffic securely over the internet. Traffic is
encrypted using a key agreed between the server and client machines.

SSL provides several advantages:

Server Authentication

Encrypted data transfer

SSL can be used with almost any TCP/IP protocol, but is most commonly used to secure HTTP
(web) traffic, which forms the HTTPS protocol.

Server Authentication

A server identifies itself for SSL communication using an SSL certificate. This certificate contains
the name and location of the organization and its DNS name, and gives the client the assurance that
they are accessing the correct site.

An SSL certificate can be self-signed by the organization that owns it. However, without independent
verification, this certificate will not automatically be trusted by a client. To be trusted, it must be
signed by a recognized, independent certificate authority (CA) such as Verisign or Thawte. The
organization sends a certificate signing request (CSR) to the CA, which carries out the thorough
check on the details in the certificate, and may also inspect the organization's financial records.
Note that certificate authorities charge for this service.

Encrypted data transfer

Once server and client are satisfied with each other's identity, they agree on an encryption key to
use for data transfer. This is different from their identification keys. Data is encrypted before transfer
so that a third party cannot read it. In addition, SSL has reliability features which ensure that any
disruption to the data stream is detected. These features give client and server confidence that their
communication is private, and has not been corrupted.

11.1 SSL Features in Ishlangu

SSL Offload and Back-End SSL Support

Ishlangu has the ability to offload SSL processing, from the back-end servers, within the proxy
server. Effectively an Ishlangu appliance can process incoming SSL connections, decrypting the
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traffic on the proxy server. This can be useful for two reasons:

1.
on the entire request (connection and content). Ishlangu's Application Firewall can effectively
process the request, filtering out malicious content, viruses and application exploits. uControl

traffic management decisions. Without decrypting the packets, very little information is
available to perform proper application traffic management.

2. Decryption requires processing power. It may be more efficient if the Ishlangu appliance
decrypts requests before passing them on to the back-end servers, reducing their load.. 

If your proxy server is set to offload SSL connections in order to use rules, you may wish to encrypt
it again before forwarding it on to the back-end servers. Ishlangu supports Back-End SSL Support,
which allows Ishlangu to connect to back-end servers over an encrypted connection. Back-end SSL
support is handled by server farms in Ishlangu appliances.

SSL Certificates Repository

The Ishlangu provides a centralized store of SSL server certificates and certificate authorities. Here
you can create, delete and import server certificates and certificate authorities. You can also
generate CSRs. This helps reduce complexity of managing SSL certificates.

11.2 Configuring SSL Certificates

The  following  configuration  options  are  offered  from  the  Application  Security  >>  Certificate
Management:

Certificates tab is used to generate or import  X.509 certificate chains.  You can also generate
a CSR for submission to a certificate authority.

Certificate Authority tab allows you to import  a signing CA's  root  and intermediate certificate.
These  certificates  are  also  known  as  Trusted  Certificate  Authorities,  and  are  used  in  the
verification of the key chain. In order to present  a valid key chain during an SSL handshake it
is vital that all of the signing CA's certificates, used to sign the certificate signing request,  are
imported  as  trusted  certificate  authorities,  prior  to  uploading  the  public  certificate  in  the
Certificate Management >> Certificates tab

Generate Certificate

In order to generate a certificate, proceed as follows:

1. On the Certificates tab, click New.
The Certificate dialog pane will appear.

2. Make the following settings:
Method: Select the Generate method to generate a self-signed key pair.
Name: Define a unique and descriptive name for the key pair.
Password: Set the private key password.
Key Algorithm: Select the private key algorithm to use (Recommended RSA or EC algorithms for
a secure private key).
Key Size: Set the size of the private key in bits. The larger the key size, the more secure your
private key will be at the cost of speed. Larger keys use more CPU to encrypt or decrypt.
(Recommend 2048 for RSA and 384 for EC).
Validity Period (in days): Define how long the key pair is valid for in days.
Common Name (CN): Set the distinguished name of the public key (i.e.
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www.shakatechnologies.com). 
Org. Unit (OU): Define the organizational unit for the company i.e. "Secure Services Department".
Organization (O): Set the name of the organization or company the certificate will be registered
to.
Locality/City (L): Define the organization's location/city.
State/Province: The complete name of the state or province in which your organization is
registered.
Country (C): Select the two-character ISO-format country code (i.e. GB for Great Britain, US for
the United States).

3. Click on the Save button.
The certificate will appear in the Certificates data table.

Generate CSR

Once the certificate has been created, you can sign the certificate with a Certificate Authority by
doing the following:

1. On the Certificates >> Certificates data table, click on the Download CSR (Certificate Signing
Request).

2. The Download dialog box pop-up:
Password: Enter the private key password used in generating the key pair.

3. Click on the Download button.
The CSR will download to your local workstation.

4. Submit the CSR to your preferred certificate authority.

Import CA Reply

Once your certificate authority has responded to the CSR with a certificate reply, proceed as follows:

1. On the Certificates >> Certificates data table, click on the Import Certificate Reply button.
The Certificate dialog pane will appear.

2. Set the following configuration items:
Password: Enter the private key password used in generating the key pair.
Upload: Click on the Choose File button to open a local file system browser window and select
the certificate reply from your CA.

3. Click on the Save button to import the CA certificate response.

If the signing certificate authority makes use of intermediate certificates, you will need to upload
those certificates as well as the signing Root CA certificate in the Certificate Authority tab.

Remove Certificate

To delete a certificate, simply click on the Delete button associated with the certificate you wish to
delete. When the Delete Certificate confirmation dialog box pop-up appears, click on the Yes button.

  Warning - The system will not allow you to delete a certificate that is currently referenced by a
proxy.

Import Certificate Chain

Alternatively if you already have a public/private key pair that you would like to import into the
Ishlangu unit, proceed as follows:

1. On the Certificates tab, click on the New button.
The Certificate dialog pane will appear.

2. Make the following settings:

http://www.shakatechnologies.com)
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Method: Select the Import External method to import an external key pair.
Password: Enter the keystore's password (Both PKCS12 and JKS require a password to protect
the key-chain when the private key is stored in the same keystore as the public key).
Upload: Click on the Choose File button to open a local file system browser window and select
the certificate pair (PKCS12 (*.pfx) and JKS (*.jks) files, where the entire key chain is stored in a
single file).

3. Click on the Upload button.
4. The certificate will appear in the Certificates data table.

 Note - You must upload any root and intermediate certificates, in the Certificate Authority tab,
that were used to sign the certificate;prior to uploading CA certificate responses or PKCS12 and
JKS formatted keystores.

11.2.1 Working with Intermediate Certificates

Web browsers and other SSL clients are preconfigured with a set of root certificates from Certificate
Authorities that they trust. They will allow the user to connect to an SSL service that uses an SSL
Server Certificate signed by one of the trusted Certificate Authorities. 

For ease of management and improved security, many certificate authorities use certificate chains.
The SSL certificates they distribute are not signed directly by a root certificate. They are signed by
an intermediate certificate which is itself signed by the root. This forms a chain of trust from the SSL
certificate back to the trusted root certificate. In some cases, a chain of two or more intermediate
certificates are used between the SSL certificate and the root.

Web clients and SSL services are not equipped with the intermediate certificates. Therefore the SSL
server (Ishlangu appliance) must present the entire SSL certificate chain so that the client can verify
the SSL certificate. An SSL certificate chain includes the SSL certificate and all intermediate
certificates.Your certificate authority will inform you if a chain of certificates is used. 

On the Certificate Management >> Certificate Authority tab, you can import a signing CA's root and
intermediate certificate. These certificates are also known as Trusted Certificate Authorities, and are
used in the verification of the key chain. In order to present a valid key chain during an SSL
handshake, it is vital that all of the signing CA's certificates, used to sign the certificate signing
request, are imported as trusted certificate authorities, prior to uploading the public certificate in the 
Certificate Management >> Certificates tab.

Import Trusted Certificate

To import a CA certificate, proceed as follows:

1. Click on the New button.
The Certificate Authority dialog pane will appear.

2. Make the following settings:
Name: Define a descriptive and unique name for the CA.
Password: Set the CA certificate password to be used when importing it as a trusted certificate
into the Ishlangu unit.
Upload: Click on the Choose File button to open a local file system browser window and select
the CA certificate to import. (PEM is the supported certificate import format).

3. Click on the Save button.
The CA certificate will appear in the Certificate Authorities data table.

Remove Trusted Certificate



SSL Management

To delete a trusted certificate, simply click on the Delete button associated with the certificate you
wish to delete. When the Delete Certificate Authority confirmation dialog box pop-up appears, click
on the Yes button.

  Warning - Deleting a trusted certificate that is part of a certificate chain, will cause proxies that
use that chain to either fail or behave unexpectedly. Please make sure that the trusted certificate is
not part of a chain prior to deleting.

11.3 SSL Offloading

The Ishlangu appliance can decrypt and re-encrypt SSL traffic on the fly as it proxies requests
between clients and the back-end application servers. It uses the certificates store located in 
Application Security >> Certificate Management. After the proxy server, configured to offload SSL

the traffic through the Ishlangu Application Firewall before passing it on to the back-end application
servers. If the back-end server requires an encrypted connection to pass application traffic, the
Ishlangu can re-encrypt the request. This allows extremely flexible management of requests without
compromising security requirements on potentially untrusted networks. Ishlangu thus provides a fully
transparent SSL gateway.

Setting up SSL Offloading

SSL offloading is performed by the proxy server. When enabled, the decryption of SSL traffic will use
additional CPU resources in the Ishlangu appliances that perform SSL offloading in the cluster.

To enable SSL offloading, navigate to the Application Security >> Configuration >> Proxies tab in the
Admin Console. In the Proxy Servers data table, click on the Edit button for the proxy server you
wish to support SSL offloading. For the proxy server Type select one of the following options:

SSLv3 Supports SSL version 3

TLSv1 Supports RFC 2246: TLS version 1.0 - will
support SSLv3 clients

TLSv1.1 Supports RFC 4346: TLS version 1.1 - will
support SSLv3 and TLSv1 clients

TLSv1.2 Supports RFC 5246: TLS version 1.2 - will
support SSLv3, TLSv1 and TLSv1.1 clients

 Note - It is recommended that you select TLSv1.2 as the proxy type when enabling SSL offload.
This will allow you to support a larger set of clients as  both client  and server will  try  to negotiate the
most secure protocol to use.

Once you select a secure protocol as  your proxy type,  an additional configuration item, Certificate,
will appear. Select the SSL certificate you wish to use with this  proxy.  You may want  to modify  the
proxy  server's  listening  port  (the  default  TCP  port  for  the  HTTPS  protocol  is  443).  Once  you  are
happy with the new configuration, simply click on the Save button to complete the configuration and
enable SSL offload on the proxy server.
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11.4 Back-End SSL Support

In order to support SSL communication between the Ishlangu appliance and the back-end
application servers, you will have to enable SSL encryption on the server farm. When you enable this
feature, please be advised that SSL encryption will use additional CPU resources in the Ishlangu
appliances that perform back-end SSL support.

To enable back-end SSL support, navigate to Application Security >> Configuration >> Farms. In
the Server Farms data table, click on the Edit button on the server farm you wish to enable back-end
SSL support. In the Edit Server Farm page, set the server farm Type to one of the secure protocols
(SSLv3, TLSv1, TLSv1.1 and TLSv1.2). Click on the Save button to complete the configuration and
enable back-end SSL support for the selected server farm.

By default the server farm performs a strict verification and will validate the SSL certificates used by
back-end servers against the certificate authorities in the Application Security >> Certificate
Management >> Certificate Authority tab. Ishlangu appliances will reject connections to back-end
servers if their certificate has expired or if it is not signed by a valid certificate authority. If you use
self-signed certificates for back-end servers, please ensure you import them as trusted certificates,
into the certificate authority repository.

12 Optimizing Your Web Content

12.1 Introduction

Faster loading web pages provide users with a more satisfying experience, as they reduce the time
spent waiting for a web page to display and be usable. Recent statistics show that faster loading
websites have a measurable impact on revenue and user experience. Studies have shown that with
an average web page load time of six seconds, only about one second is spent inside the
application or web server, with the user waiting another four to five seconds for the client browser to
render the web page. Reducing the time it takes to load is vital to improving the overall user
experience.

Ishlangu appliance provides the ability to automatically optimize web page elements so they load
faster for end-users. The technology is present within your Ishlangu application delivery
infrastructure, therefore there is no changes needed to your back-end applications.

12.2 Configuring Web Content Optimization

You  can  enable  the  web  content  optimizing  capability  in  Ishlangu  through  the  use  of  uControl
 WCO functions.  These functions will  help you control what  content  the Ishlangu appliance

optimizes for a given traffic stream:

http.wco.opti
mizeCss()

Style sheets will have all redundant whitespace and
comments removed as well as other simple
optimizations.

http.wco.opti
mizeImage()

Images will be shrunk where possible, removing
unnecessary information such as metadata and
redundant color information to reduce the size of
the files. The following mime-types are supported: 
image/jpeg, image/png, image/gif, image/tiff,
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image/x-portable-anymap.

http.wco.opti
mizeJs()

Script files will have all redundant whitespace and
comments removed as well as other simple
optimizations.

to optimize the content being sent by the back-end real servers. For more detailed information on

Rules guide in CHAPTER 8 of this manual.
 

 Note - For an optimal experience you should cache the static optimized content, for a period of
http.cacheResponse() and

http.cacheEntryTtl().Caching the optimized response, will ensure that subsequent requests

do not require optimization processing.

12.3 Measuring web page speed

To find exactly what has changed since enabling WCO you will need before and after web page load
time measurements. An initial measurement should be used as a baseline to which further
measurements will be compared. Ideally the baseline should be documented while the web site is
not yet running with the WCO functions enabled. At each stage a new set of measurements can be
taken and used for comparison with the baseline:

Enable HTTP Compression

Optimize CSS Content

Optimize Image Content

Optimize Java Script Content 

Enable HTTP Caching

12.4 Tools

There are many tools available to verify web page load times and provide feedback on web page
structure. Some can be used in a very granular fashion, allowing testing on individual web pages.
Others are used for collecting metrics that can be correlated to the WCO enabled implementation. 

Page speed and structure

There are many tools that can test and provide information about your web pages. Some are
available as online services while some are available as add-ons for web browsers such as Chrome
and Firefox. Here are some examples:

WebPageTest (http://www.webpagetest.org) is a free web site service that emulates browser
behaviour and retrieves your web page for analysis, presenting results in a cascade-style chart
showing how a browser progresses through the page when rendering it. A simple process for
ensuring that the site is as fast as possible is to work your way down the stepped list of
objects on the chart, determining the most appropriate acceleration to apply for each object. 

http://www.webpagetest.org
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YSlow (http://developer.yahoo.com/yslow/help) is a browser add-on developed by Yahoo!
Developer Network initiative. The software uses built-in rules to grade a web page across a
range of performance indicators, from A (best) through F (worst) and provide suggestions to
improve the web page score. It runs on Chrome and Firefox browsers.

Google Page Speed (http://code.google.com/speed/page-speed) is another browser add-on
also available for Chrome and Firefox browsers. The software grades web pages on a Page
Speed Score from 0 (Worst) to 100 (Best). Google Page Speed also provides suggestions on
how to improve the web page score.

13 Ishlangu Admin Console Key Features

13.1 Dashboard

The Dashboard provides a graphical snapshot of the current operating status of the Ishlangu unit. By
default the Dashboard is updated at five second intervals. 

The Dashboard appears by default when you login to AdminConsole, and shows the following
information:

System Information - Uptime, license type, throughput limit and license expiry date of the
Ishlangu unit.
Version Information - Firmware, anti-virus and security signature versions as well as available
updates.
Resources - Current system utilization, including the following components:
o The CPU utilization in percentage

o The RAM utilization in percentage

o The amount of hard disk space consumed in percentage

Detected Threats - Last 24 Hours - A counter for the most relevant security threats detected in
the last 24 hours:
o Total number of viruses detected.

o Total number of protocol violations detected. 

o Total number of cookie tampering violations detected.

o Total number of CSRF attacks detected.

o Total number of high request rates detected.

o Total number of automated attacks detected.

o Total number of session hijacking attacks detected.

o Total number of field validation violations detected.

o Total number of injection attacks (XSS, SQL...) detected.

Interface Information - Name and status of configured network interfaces in the Ishlangu unit. In
addition, information on the average bit rate of the last 5 seconds for both incoming and outgoing
traffic is displayed.  
Events - Errors, warnings and useful messages from your Ishlangu unit are displayed here.

13.2 Management > System Settings

13.2.1 Time and Date

In the time and date tab,  you can configure the time zone of the Ishlangu unit  as  well as  modifying
the current  date and time.  This  will  ensure that  the date and time  appear  correctly  in  the  Ishlangu
unit's  logs and reports.  It  is  important  that  all  the clocks on your Ishlangu units  and your back-end
servers are synchronized. If the times are out of sync, it is harder to relate the reports  and logs of all
machines.

 Note - Unlike most  other settings in the AdminConsole interface,  any settings you configure on

http://developer.yahoo.com/yslow/help
http://code.google.com/speed/page-speed
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this page will apply only to the Ishlangu unit, whose AdminConsole you are accessing. If you want to
set  the time for a different  Ishlangu unit  in your cluster,  you should use the  AdminConsole  for  that
machine.

Usually, you do not  need to set  the time and date manually.  By default,  automatic  synchronization
with public Internet time servers is enabled. If you operate multiple Ishlangu units, it is  recommended
that  you  select  the  UTC (Coordinated  Universal  Time)  timezone  for  all  units  -  this  will  make  log
messages much easier to compare. 

Please note that when the system time is changed, you may encounter undesired side-effects:

Turning the clock forward

o The timeout of the AdminConsole will expire and your current session will no longer be valid.

o Time-based reports  (Request  Report) will  contain no data for the skipped hour.  This  time  span

will appear as a straight line in the amount of the latest recorded value.
o System will be restarted.

Turning the clock back

o There is already log data for the corresponding time span.

o Generated certificates in the certificate store on the system may become invalid because their

beginning of their validity periods may be in the future.
o System will be restarted

Because of these issues,  the system time should  only  be  set  once  when  setting  up  the  system.
Thereafter only  small adjustments  should be made.  This  is  beneficial if you require accuracy of the
data in your logs and reports.

Set Timezone

In order to change the system's  time zone,  select  the area or time  zone  from  the  Timezone  drop-
down menu,  click  on the Apply button to save the changes.  The system will  automatically  log  you
out of your session and reboot the system.

Set Time and Date

To configure the system time manually,  select  the Date drop-down menu.  From this  menu you will
be  able  to  set  the  date  and  time  of  your  local  workstation.  Once  you  have  made  your  manual
adjustments, click on the Apply button to save the changes.  The system will  automatically  log you
out of your session and reboot the system.

Synchronize Time With Internet Server

To synchronize the system time using a timeserver, add one or more NTP servers.  Click  Apply after
you have finished the configuration. Once an NTP server is set, the Ishlangu unit  will  periodically  poll
the configured NTP servers and sync the time automatically. NTP should never cause the system to
restart, for example: when system moves into, or out of, daylight-saving time.
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13.2.2 Restart/Shutdown

In this tab you can manually shutdown or restart the Ishlangu unit. 

Restart

Allows you to reboot  the system, stopping all  services in a  proper  manner  and  then  starting  them
back  up  properly.  Depending  on  your  hardware  and  configuration,  a  complete  restart  can  take
several minutes.

To restart Ishlangu, proceed as follows:

1. Click on the Restart button.
2. Confirm the warning message:
When  asked  "Restarting  the  system  will  drop  all  traffic  and  log  you  out.  Do  you  want  to
proceed?", click Yes.

Shutdown

This  action  will  shutdown  the  entire  system,  stopping  all  services  in  a  proper  manner.  If  you  are
performing maintenance or require a proper shutdown of the system, please use this function. Do not
try and shutdown the unit manually or via the console as this will cause system instability.

To shutdown Ishlangu, proceed as follows:

1. Click on the Shutdown button.
2. Confirm the warning message:

When asked "Shutting  down  the  system  will  drop  all  traffic  and  log  you  out.  Do  you  want  to
proceed?", click Yes.

Depending on your hardware and configuration, this process may take several minutes to complete.

 Warning - If you shutdown or reboot  your Ishlangu unit,  all  current  connections to this  machine
will be lost.

13.2.3 System Reset

Allows you to reset the Ishlangu unit back to the factory  default  configuration.  The following data will
be deleted:

System configuration
Network configuration
User accounts
Application security
Security certificates
Network rules
Reporting
Log settings

The firmware version, anti-virus pattern updates and license key installed will be retained. 

 Warning - You cannot  perform a system reset  on an Ishlangu unit  that  is  a node  of  a  cluster.
Clustered nodes first need to be removed from the cluster prior to a system reset.

To reset an Ishlangu unit, proceed as follows:



Ishlangu Admin Console Key Features

1. Click on the Reset button.
2. Confirm the warning message:
When  asked  "Resetting  the  system  will  drop  all  configuration  settings  from  the  system,
returning it  to factory  default  settings! The system will  also reboot  during this  process.  Do  you
want to proceed?", click Yes.

 Note - Ishlangu will log out  your current  Admin Console session once a system reset  has been
initiated. Once the system reset has completed the system will be rebooted.

13.3 Management > License

Your Ishlangu units require valid license keys to operate. License keys are restricted by  IP address.
The availability  of certain features  on Ishlangu is  defined by  the license you have purchased for the
unit.

How To Obtain A License

Once you have received the activation license key via  e-mail  after  purchasing  an  Ishlangu  license,
you  must  use  the  key  to  register  the  unit  with  the  Shaka  Technologies  online  licensing  service.
Login  to  the  Admin  Console.  If  this  is  the  first  time  you  have  logged  into  the  unit,  you  will  be
presented  with  a  License  Information  dialog  pane  where  you  can  input  the  license  key.  If  you
originally  had  the  unit  licensed  under  an  evaluation  license  key,  navigate  to  Management  >>
Licensing. You will  be presented with the License Information dialog pane where you can input  the
license key.

  Note  -  Ensure  the  unit's  eth0  network  interface  is  connected  to  a  network  with  a  firewalled
internet  connection  that  has  HTTPS  (TCP  443)  outbound  access  to
services.shakatechnologies.com . Also ensure the eth0 network interface is registered with the IP
address defined in the license agreement.

Once the unit  has been fully  licensed,  you  will  be  able  to  navigate  the  entire  Admin  Console  and
start using Ishlangu.

13.4 Management > Updates

The Management > Updates menu allows for the download and installation of firmware updates.
Regularly installed updates keep your Ishlangu unit up to date with the latest bug-fixes, product
improvements, security signatures and virus patterns. Each update is digitally signed and encrypted
by Shaka Technologies - any unsigned or forged update will be rejected.

There are two types of updates available:

Firmware updates: A firmware update contains bug-fixes and feature enhancements for the
Ishlangu unit.
Pattern updates: A pattern update keeps the anti-virus engine's virus signature database up-
to-date.

The Firmware dialog pane displays the current firmware version. If there are available updates to
download, the AdminConsole will alert that "Your firmware is outdated!" and will allow you to
download the available firmware updates by clicking on the Download Updates button. Your Ishlangu
units will poll the Shaka Technologies Update service every hour for anti-virus pattern updates. If a
new pattern set is available, the Ishlangu unit will download and update the virus signature database
automatically.
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 Note - You will require a valid maintenance agreement and license in order to download and
install firmware and pattern updates. Please ensure the unit's eth0 network interface is connected to
a network with a firewalled internet connection that has HTTPS (TCP 443) outbound access to 
services.shakatechnologies.com. Also ensure the eth0 network interface is registered with the IP
address defined in the license agreement.

The Available Updates data table displays the downloaded updates available to install on the
Ishlangu unit. Firmware updates need to be installed in a particular order, therefore only one update
will have the Install button enabled at any given time. In order to install the update click on the Install
button.

 Warning- During a firmware update, you will be logged out of your Admin Console session. The
unit may be rebooted to facilitate certain core engine updates. 

 Warning - All nodes in a cluster must be updated to the same firmware level, before making any
further configuration changes. Failing to do so will result in a corruption of your cluster's
configuration.

13.5 Management > Backup/Restore

The Backup/Restore page provides you with the ability  to manage  Ishlangu  configuration  backups.
Ishlangu configuration backups include the following configuration items:

System configuration
Network configuration
User accounts
Application security
Security certificates
Network rules
Reporting

Available Backups

All  backups  are  listed  giving  date  and  time  of  their  creation.  You  can  decide  whether  to  restore,
download or delete a backup.

Restore: Replaces the current system configuration with the settings stored in a backup.  You
will have to login again after the process has completed. 
Download:  Allows  you  to  download  a  copy  of  the  configuration  backup  file  to  your  local
workstation.
Delete: Deletes a backup from the system.

Create Backup

To create a configuration backup on the Ishlangu unit,  simply  click  on  the  New Backup  button.  A
new backup entry in the Available Backups data table with the time-stamp of when the backup was
created and the available backup modification options (Download, Restore and Delete).

Import Backup

To import  a backup,  click  on the Import  Backup  button.  In  the  Import  Backup  pane,  click  on  the
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Browse...  button.  Select  a backup file to upload,  and click  on the Save button.  The backup  will  be
added  to  the  Available  Backups  data  table,  where  you  can  perform  the  backup's  modification
options.

Restore Backup

To restore a backup click the backup's Restore button, in the Available Backups data table. A
configuration backup will contain machine-specific information from the Ishlangu cluster it was taken
from.

 Note - If you have more than one Ishlangu unit  in your cluster,  then making a backup will  result
in ALL cluster unit's configuration being saved in the single backup.  Likewise,  restoring a backup to
the cluster,  will  result  in replacing the current  system  configuration  with  the  settings  stored  in  the
backup for ALL units  in the cluster.  Please ensure all  members  of the cluster are available prior  to
backing up or restoring the system configuration.

  Warning - Restoring a backup made prior to an Ishlangu unit  joining a  cluster,  will  result  in  a
cluster failure and corruption of the cluster configuration.

 Warning - You cannot restore a backup made from a previous firmware version.  Backups should
only  be restored on unit's  whose  firmware  version  matches  that  of  the  backup's.  Restoring  an  old
backup onto a new firmware version may result in corrupting your system.

13.6 Management > Notifications

Ishlangu comes with a notification feature that informs you , via email, when certain system events
occur on the unit. What notifications are sent depends on the selection you have configured on the 
Notifications tab (e.g Hard Disk is 90% full).In the following tabs you can configure the notification
system to ensure the Ishlangu unit operates at optimum levels.

Notifications Config

In the Management >> Notifications >> Notification Config tab you can set the basic configuration
items such as the sender email address (i.e., the From Address) to be used for the notification e-
mails sent by the unit. By default, this is do-not-reply@fw-notify.net. If you change this address, it
is advisable to enter an e-mail address of your domain, as some mail servers might be configured to
validate a given sender address exists. 

In addition, you can define the recipients of the unit's notifications. To ensure notifications are
properly configured, proceed as follows:

1. On the Management >> Notifications >> Notification Config tab, set the sender email address. 
2. To add a recipient, click on the Add button in the Recipients data table.
3. In the Add Recipient dialog pop-up box:
o Recipient: Define a valid e-mail address 

o Click on the Save button.

4. To ensure all configuration changes have been saved, click on the Save button on the Notification
Config tab.

Notifications

The Management >> Notifications >> Notifications tab allows you to enable/disable the notifications
the Ishlangu unit will send to the configured notification recipients: 
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Notification Types

Disk Threshold A notification will be sent if the configured disk
usage threshold, in the Logs & Reports >>
Settings page, has been met.

Throughput
Limit

When the licensed throughput limit of the unit
has been met, a notification will be sent to the
configured recipients.

Pending SSL
Certificate
Expiration

14 days prior to a SSL certificate expiring on the
unit, a notification will be sent warning the
configured recipients of the pending expiration.

SSL Certificate
Expiration

Once a certificate has expired, a notification will
be sent.

Firewall Alert When Ishlangu's application firewall detects an
attack, a notification will be sent, warning the
configured recipients.

Monitor Failure If a health monitor fails on a farm, a notification
will be sent to the configured recipients, warning
them about the failure.

Monitor
Recovery

Once all failed health monitors recover for a real
server. The system will notify all configured
recipients of the recovery.

License
Expiration

When an Ishlangu unit's license period has
expired, a notification will be sent.

Pending
License
Expiration

14 days prior to an Ishlangu's license period
ending, a notification will be sent warning the
configured recipients of the pending expiration.

Maintenance/
Support
Expiration

When an Ishlangu unit's maintenance period has
expired, a notification will be sent.

Pending
Maintenance/
Support
Expiration

14 days prior to an Ishlangu unit's maintenance
period ending, a notification is sent to the
configured recipients of the pending expiration.

 Note - License expiration only occurs on subscription based licenses. Normal perpetual licenses
will never expire, only their maintenance period will expire a year to the date of the license purchase
date. If you need to renew your subscription license or maintenance period, please contact Shaka
Technologies.

Advanced

In order for the Ishlangu unit to send e-mails properly a SMTP server is required. To configure the
SMTP server to use for notifications, proceed as follows:

1. Navigate to the Management >> Notifications >> Advanced tab:
SMTP Server: Enter the IP address or DNS name of the SMTP server to relay notification e-
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mails.
Port: The port is preset to the default SMTP port 25. If your SMTP server operates on another
port, define it here.
Authentication: Whether or not to use authentication with the supplied SMTP server. SMTP
authentication is disabled by default. If you SMTP server requires authentication, enable this
option and define the credentials:

Username: Define the username use to authenticate against the supplied SMTP Server.
Password: Enter the password used to authenticate with (second time for verification).

2. Click on the Save button to ensure the configuration changes have been applied.

13.7 Logs & Reports > Log Management

Allows you to manage local logs stored on the Ishlangu unit, whose AdminConsole you are currently
logged into.

Log Settings

Local logging is always enabled, however excessive logging may use up disk space. On this tab you
can define when log files are deleted as well as what to do when disk usage reaches a certain
threshold.

Archived Logs

On the Ishlangu unit automatic rotation of the system log files such as Audit, Event, Script and
Security prevents excessive disk use. When a particular log file grows to 50MB or more, its contents

will be archived. The files are compressed with the gzip compression method and stored under a

name containing the date and a sequential number. These files can be downloaded and deleted via
the Logs & Reports >> Log Management >> Archived Logs tab.

13.7.1 Log Settings

On the Logs & Reporting >> Log Management  >> Log Settings tab you can define the settings for
local logging.  Local logging is  always enabled,  however excessive logging may use up disk  space.
On  this  page  you  can  define  when  log  files  are  deleted  as  well  as  what  to  do  when  disk  usage
reaches a certain threshold.

Logs Retention

To set a log retention period for the system, please proceed as follows:

1. On the Logs & Reporting >> Log Management >> Log Settings tab, modify the following setting:
Auto Delete: Select how long you would like the system to keep the local log files.

2. Click on the Save button, to save the configuration changes

Once this has been set, log files older than Auto Delete will automatically deleted from the system. 

Thresholds

Here you can define thresholds  for local disk  usage,  which are bound to certain actions that  are to
be carried out if a threshold is reached. The following actions are available:

Nothing: No actions will be initiated.

Send Notification: A notification will be sent to the defined recipients  in the Management >>
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Notifications >> Notification Config tab stating that the threshold was reached.

Delete Old Logs: Oldest log files will  be deleted until  the remaining amount  of disk  space is
below the configured threshold or until the log file archive is empty. In addition, a notification of
that  event  will  be  sent  to  the  defined  recipients  in  the  Management  >>  Notifications  >>
Notification Config tab.

Shutdown System: The system will be shutdown. A notification of the event will be sent. 
In case of a system shutdown, the administrator has to change the configuration of the local
log retention or delete all  logs  with the Delete logs now button.  Failing to do so will  result  in
the system shutting down again when the system performs the log cleaning process.

 Note - Like all other configuration items, all  log management settings are replicated to all  nodes
in the same cluster.

Remove Logs

To purge the system of all local log files, simply click on the Delete logs now button. This will remove
all logs on the local Ishlangu unit.

 Warning -  This action is not reversible, all logs data on the local system will  be wiped out.  This
action will only occur on the Ishlangu unit, whose AdminConsole you are currently accessing.

13.7.2 Archived Logs

On the Logging & Reporting >> Log Management >> Archived Logs tab you can view, download and
delete all of the archived log files the Ishlangu unit has stored locally. The Archived Logs data table
displays all of the locally stored archive logs. With the Log Archive Type field you can filter the
Archived Logs data table to display only the type of archived log you wish to see (e.g Event Logs).

Download Archived Logs

To download an archive, mark them for download by ticking the check-box in the select column,
associated with the archived logs you wish to download, and click the Download Selected button.

Deleting Archived Logs

To delete archives, mark them for deletion by ticking the check-box in the select column, associated
with the archived logs you wish to delete, and click the Delete Selected button.
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13.8 Logs & Reports > View Logs

Allows you to view local logs stored on the Ishlangu unit, whose AdminConsole you are currently
logged into.

Log Viewer

Event Log

The Event Log displays Ishlangu unit's system events and provides options to enable you to select
the length of time to search back in the current event log.

Audit Log

The Audit Log displays the users' activities, where each action is tagged with the originating user
and the IP address of the client machine.

13.8.1 Log Viewer

On the Log & Reports >> View Logs >> Log Viewer tab, current logs can easily be accessed.

View Live Log

To view a live log, proceed as follows:

On the Log & Reports >> View Logs >> Log Viewer tab, make the following settings:
Log viewer: Select the live log you wish to view:

Live Log Types

Script Log file used to write to when calling the logger.log

() 

Security Log file used by the server farm's defined firewall
policy to log security events that occur.

   Auto scroll: Follow the live log by letting the log viewer auto scroll.
1. Click on the Reload button, to load the live view of the selected log.

13.8.2 Event Log

The Event Log displays the Ishlangu unit's system events and provides options to enable you to
select the length of time to search back in the current event log. Simply select the length of time or
number of events to display and click on the View button. The Events data table will reload
displaying the events that occurred within the selected period, with the most recent events added to
the top.

Automatic Rotation

On a Ishlangu unit, event log files are automatically rotated when they have 50MB of data or more.
Rotated logs are compressed and can be managed from the Logs & Reports >> Log Management
>> Archived Logs tab.
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13.8.3 Audit Log

You can use the Audit Log to monitor recent configuration changes. It records login attempts,
configuration changes and other the users' activities, where each action is tagged with the originating
user and the IP address of the client machine.

Audit Log Search

The main option here is the amount of events to display. You can select a time period, or the last N
events (where you can specify N in the boxy provided).

The filters enable you to search for and display events that match a set of specified criteria for:

IP Address - IP address of the client machine.
User - Login username of the user.
Group - Ishlangu Group the user is a member of.
Auth(enticator) - Name of the authenticator that authenticated and authorized the user.

Click on the View button to update the results in the Audits data table.

Automatic Rotation

On a Ishlangu unit, audit log files are automatically rotated when they have 50MB of data or more.
Rotated logs are compressed and can be managed from the Logs & Reports >> Log Management
>> Archived Logs tab.

13.9 Logs & Reports > Statistics

Real-time traffic statistics can be viewed for each proxy, farm and real sever across the entire
cluster. Information such as the current, total and maximum number of connections, as well as total
requests can be viewed from this page.

View Proxy Statistics

To view the statistics for all proxies in the cluster, proceed as follows:

1. On the Logs & Reports >> Statistics page, make the following settings:



Ishlangu Admin Console Key Features

Statistics Type: Proxy
Auto Refresh: Select when to refresh the statistics reported on the page.

2. Click  on the Refresh button (If you have not  selected an  auto  refresh  interval)  to  view the  latest
statistics for all proxies in the cluster.

View Farm/Real Server Statistics

To  view the  statistics  for  all  server  farms  and  their  associated  servers  in  the  cluster,  proceed  as
follows:

1. On the Logs & Reports >> Statistics page, make the following settings:
Statistics Type: Proxy
Auto Refresh: Select when to refresh the statistics reported on the page.

2. Click  on the Refresh button (If you have not  selected an  auto  refresh  interval)  to  view the  latest
statistics for all server farms in the cluster.

Clear Statistics

To clear the statistics for a given statistics type in the cluster, do the following:

1. On the Logs & Reports >> Statistics page, make the following settings:
Statistics Type: Select the statistics type you wish to clear

2. Click on the  (Delete) button to clear the statistics for the selected Statistics Type.

 Warning - Clearing the statistics in the Admin Console,  will  remove all  historical statistical data
from the entire cluster.

13.10 Logs & Reports > Request Report

The  Logs  &  Reports  >>  Request  Report  page  provides  historical  statistics  about  the  amount  of
requests and application throughput of selected proxies for various time frames:

Daily

Weekly

Monthly

Yearly

Generate Report

To generate a usage report, proceed as follows:

1. On the Logs & Reports >> Request Report page, make the following settings:
Report Period: Select the time frame for the report.
Proxies: Select the proxies you want to report the usage of.
Report Format: Define if the report is to aggregate all proxy data usage or keep a separate report
for each proxy.

2. Click on the Search button to generate the report.

 Note  - You can only  generate usage reports  for  proxies  who  have  had  the  Record  Throughput
and Record Request Count settings enabled.
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14 User Management

The AdminConsole requires  a  username  and  password  to  authenticate  users  who  want  to  use  it.
This  login authenticates  the user and,  by  way of Groups,  defines the authorization the user  has  to
read, modify and otherwise manage the configuration and system operation of the Ishlangu cluster.

In  order  to  configure  users  and  groups,  navigate  to  Management  >>  Users  section  in  the
AdminConsole.  This  section Allows  you  to  manage  users  that  have  access  to  the  Ishlangu  unit's
AdminConsole. Is is split into three tabs - Local Users, Authenticators and Groups.

User Authentication

The AdminConsole verifies a user's credentials (username and password) against  two authentication
sources:

Local  Users:  Credentials  are  stored  in  the  AdminConsole  (as  part  of  the  Ishlangu  cluster
configuration).
The  AdminConsole  includes  a  factory-defualt  local  user  'admin'  that  has  full  administrative
permissions (is a member of the 'admin' Group). In simple environments,  users  will  log in with
this account to perform configuration tasks.

Users  cannot  be  renamed,  but  you  can  remove  the  'admin'  user.  You  must  ensure  that
another user  account  with  equivalent  admin  permissions  exists  so  that  you  can  log  in  and
manage you cluster.
Remotely  authenticated  users:  Credentials  are  authenticated  against  externally-located
systems based on LDAP or Active Directory services.
You  can  configure  one  or  more  Authenticators  in  the  Management  >>  Users  >>
Authenticators tab. Authenticators  define how the Ishlangu AdminConsole verifies  usernames
and passwords against  the external authentication service and  how it  determines  the  Group
the user is a member of.

When a user attempts  to log in,  the AdminConsole will  first  compare  the  credentials  to  the  list  of
Local Users  and will  determine  the  Group  that  user  is  a  member  of.  If  a  match  is  not  found,  the
AdminConsole  will  try  each  Authenticator  in  turn  until  the  user  is  authenticated  and  a  Group  is
determined.

14.1 Local Users

Local users are those accounts stored locally on a Ishlangu cluster. No external access requests
are made by Ishlangu to authenticate users in this category, and all user preferences and data are
maintained internally.

On  the  Management  >>  Users  >>  Local  Users  tab  you  can  add  user  accounts  to  the  Ishlangu
cluster or modify  existing accounts.You can also view the system's  existing users  and their status
in  the  Users  data  table.  In  its  factory  default  configuration,  Ishlangu  has  one  administrator  called
'admin':
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Each user must have a unique user name. To add a user account, proceed as follows:

1. On the Management >> Users >> Local Users tab, click the New button.
2. Make the following settings:

Username: Enter a unique descriptive name for this user (e.g johndoe). 
Password: Enter a user password (second time for verification). 
Group: Select  the  security  group  (Defined  in  Management  >>  Users  >>  Groups  tab)  the

user is a member of :
3. Click Save button.

 Note  -  User  names  can  only  contain  UPPERCASE  and  lowercase  letters  and  numbers,  and
must be a minimum of five characters in length.  Like all  other configuration items,  all  user accounts
are replicated to all nodes in the same cluster.

To  modify  an  existing  user  click  on  the  Edit  button  for  the  corresponding  account  you  wish  to
modify.  This  will  display  the  edit  user's  dialog  pane,  where  you  can  modify  the  user's  password,
group and their status (Enabled | Disabled).  Clicking on the user's  corresponding Delete button,  will
delete the user from the system.

 Warning - You should always  have  at  least  one  enabled  user,  assigned  to  the  group  Admin.
Otherwise you will not be able to manage the Ishlangu cluster via the Admin Console.

Login Timeout

The login timeout is the period of inactivity allowed before the Ishlangu appliance ends your session
with the Admin Console. By default this is set to 5 minutes. Your session is also closed
automatically if you close your browser window, or if you log out manually by clicking the Logout
button.

14.2 Authenticators

Authenticators are externally-located services used to verify user logins and are NOT stored locally
within the Ishlangu cluster.These can be externally-located Windows Active Directory or LDAP
services. 

 Note - Externally authenticated users will not appear anywhere in the AdminConsole. While
Ishlangu will acknowledge that you are logged in as a remote user, you will not be able to alter any
preferences or settings for this user.

The Management >> Users >> Authenticators tab, allows you to manage the external authenticators
configured in the Ishlangu cluster. The Authenticators data table, displays all existing authenticators
defined on the Ishlangu cluster, including the authenticators type and options to Edit or Delete the
authenticator. Remote users are tested against the authenticators in the order based on the
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authenticator's priority. If two or more authenticators have the same priority, they are tested in
lexicographic order.

Create Authenticator

Each Authenticator must have a unique name. To add an authenticator, proceed as follows:

1. On the Management >> Users >> Authenticators tab, click on the New button.
2. Make the following settings:

Type: Select the authenticator type, LDAP (authenticate via OpenLDAP or Novell e-
Directory) or Active Directory (authenticate via Microsoft Active Directory).

Name: Enter a unique descriptive name for this authenticator.
Description: Define the authenticator's basic functionality.
Enabled: Whether the authenticator is available for remote user authentication.
Priority: Defines the order in which authenticators used for remote user authentication,

when more than one external authenticator is enabled in the Ishlangu cluster.
Server: This is the IP address or hostname of the LDAP/Active Directory server.
Port: This is the port used to connect to the LDAP/Active Directory server.
Domain (Active Directory): The Active Directory domain name (e.g.

shakatechnologies.net).
Root DN (LDAP): The root distinguished name for the LDAP service (e.g.

dc=shakatechnologies,dc=net).
Group Search Base (LDAP): Defines the part of the directory tree under which group

searches should be performed (e.g. ou=ShakaGroups).
Group Search Filter (LDAP): The filter which is used to search for group membership (e.g.

(memberUid={1})).
Group Attribute (LDAP): The attribute which contains the name of the authority defined by

the group entry (e.g. cn)
User Lookup (LDAP): Select the method of user DN lookup. 
Bind DN (LDAP): Define the distinguished name to construct with the supplied username to

bind and search for the user DN.
Search Base DN (LDAP):  Defines the part of the directory tree under which user searches

should be performed (e.g. ou=ShakaUsers).
Search Filter (LDAP): The filter which is used to search for the user DN (e.g. uid={0})
Search DN (LDAP): The bind DN to use when searching the directory for a user's bind DN.

You can leave this blank if it is possible to perform the search using an anonymous bind.
Search Pass (LDAP): If binding to the LDAP server using Search DN requires a password,

enter it here.
3. Click on the Save button.

 Note - The string {0} will be substituted for the full distinguished name of the user, while the
string {1} can be used if you want to filter on the login name.

 Warning - Users will be denied access to the Ishlangu AdminConsole if no groups matching an
Ishlangu Group can be found for them in the configured Authenticator.

Modify Authenticator

To edit an authenticators settings simply click on the Edit button associated with the group you wish
to edit and the Authenticator pane will appear. In here you can modify the configuration of the
authenticator and then click the Save button to save the configuration changes made. Disabling the
authenticator means you can retain and modify the configuration without it actually being used for
remote user authentication. This is useful as it allows you to test the configuration (using the Test
Login button) without any impact on your system. Enabling the authenticator means it becomes
'live', and remote user login authentication requests may be passed to it.
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Remove Authenticator

To delete an authenticator, click on the Delete button associated with the authenticator you wish to
delete. When the Delete Authenticator confirmation dialog box pop-up appears, click on the Yes
button and all the authenticator's configuration will be removed from the system.

Test Login

You can perform a test authentication against a configured authenticator, simply click on the 
(Test Login) button associated with the authenticator you wish to test. The Login Test pane will
appear. Supply the username and password, into the boxes provided, of the remote user you wish to
test with and click on the Test Login button.

14.3 Groups

Setting up Groups allows you to control which configuration options a user can view, modify and
control on a group level rather than doing it on a user-by-user basis.

The Management >> Users >> Groups tab, allows you to manage Groups and their permissions.
These control access to the Ishlangu AdminConsole. 
Setting up Groups allows you to control which configuration options a user can view, modify and
control on a group level rather than doing it on a user-by-user basis. The Groups data table, displays
all existing groups defined on the Ishlangu cluster, including the group's description and options to 
Edit or Delete the group.
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Create Group

Each Group must have a unique group name. To add a group, proceed as follows:

1.  On the Management >> Users >> Groups tab, click on the New button.
2.  Make the following settings:

Name:  Enter a unique descriptive name for this group.
Description: Define the group's basic functionality.
Group Permissions:  Set the permissions to each configuration object and all the various

functions within Ishlangu AdminConsole.
3. Click on the Save button.

Each configuration object within Ishlangu is outlined with it's associated functions under Group
Permissions. The very least of these functions is 'view'. In order to view a particular configuration
object, the group requires this permission at the very least. The 'Full Control' permission enables all
permissions under that configuration object, giving the group complete control for that object (e.g.
Setting 'Full Control' under Application Security >> Rules >> Rule Management, allows the group to

 Note - Group names can only contain UPPERCASE and lowercase letters and numbers. Like all
other configuration items, all groups are replicated to all nodes in the same cluster.

Modify Group

To edit a group's settings simply click on the Edit button associated with the group you wish to edit
and the Group pane will appear. In here you can modify the configuration of the group and then click
the Save button to save the configuration changes made.

Remove Group

To delete a group, click on the Delete button associated with the group you wish to delete. When
the Delete Group confirmation dialog box pop-up appears, click on the Yes button and all the group's
configuration will be removed from the system.

 Note - The 'admin' group cannot be deleted nor its settings be changed.

15 System Security

This chapter covers important aspects of running your Ishlangu appliances in a secure environment.

15.1 Firewall Configuration with Ishlangu

Ishlangu is not a network-level firewall and it is highly recommended that any Ishlangu appliance is
placed behind a firewall of your choosing. 

Firewalling configuration

The Ishlangu appliances in your network, require some ports and protocols enabled in your firewall,
in addition to those used by the proxy servers configured. These are:

The Admin Console port (HTTPS): The Admin Console listens on port 1111, and it is this port that
you use to browse and manage the configuration of the Ishlangu cluster. This port must be open to
any machine from which you wish to access the Admin Console.
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Time Synchronization port (NTP): If you want your Ishlangu appliances to synchronize their local
clock with an online atomic clock, then you will need to allow port 123 UDP from the Ishlangu
appliances, outbound to the configured NTP servers in Management >> System Settings >> Date
and Time >> NTP Servers section.

Mail Notification port (SMTP): If you have enabled SMTP notifications, you will need to allow
access to the port defined in Management >> Notifications >> Advanced tab, from the Ishlangu
appliances to the defined SMTP server.

 Note - It is required that the management interface (eth0) of all nodes in a Ishlangu cluster be in
the same physical network. Otherwise cluster communication will fail, causing the cluster to fail or
behave unexpectedly.

 Note - One of the tests Ishlangu uses to detect network availability is PING. Ishlangu may not
function correctly if your firewall blocks or rate-limits ICMP packets to the default-gateway, the back-
end application servers and the other Ishlangu appliances in the cluster.

15.2 Network Design

Ishlangu is a proxy with advanced application traffic management capabilities. To effectively use
Ishlangu, you should place it between two networks, relaying requests from a public facing network
(DMZ) to a private network (LAN). Each Ishlangu appliance in the cluster must be able to contact
machines on both the DMZ and LAN networks.

For example, the back-end application servers may be on a RFC1587 private network. These
networks are not routable on the Internet. They offer both convenience in terms of allocating internal
network space, and security, since a correctly configured external router will never accept packets
destined or originating from these networks.

It is therefor more secure to have your Ishlangu appliances proxy whose Virtual IPs are located in
the DMZ (listening to requests from the internet), and for all back-end application servers to use
RFC1597 network addresses on a separate physical network. This prevents back-end application
servers from being reached directly from the Internet, and allows Ishlangu to manage all inbound
connections securely and efficiently.

We recommend you follow the example network layout outlined in CHAPTER 2  - Cluster Sizing >>
Example Topologies >> Optimized Mult-Homed Ishlangu Implementation. This will ensure your
application delivery environment is secure and performs optimally. 

16 Troubleshooting

In this chapter you will  get  an understanding of how to test  that  your Ishlangu appliance installation
is working properly. It also describes ways of dealing with any problems you may encounter.

16.1 Troubleshooting Tips

The process of diagnosing faults in a complex traffic-managed cluster is an involved one, and a
systematic approach to troubleshooting is required. In the event of any problems, check through the
following areas in turn to locate and diagnose the cause of the fault.

Built-in Tools

Ishlangu has a set of built-in tools to help diagnose connectivity issues and faults. These tools can
give you an idea of what systems the Ishlangu appliance can connect to. The tabs of the Support >
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Tools menu display the output of useful network tools that can be used to determine important
network properties. The output of the following tools can be viewed:

Ping Check

Traceroute

DNS Lookup

The ping program is a computer network tool used to test whether a particular host is reachable
across an IP network. Ping works by sending ICMP echo request packets to the target host and
listening for ICMP echo response replies. Using interval timing and response rate, ping estimates the
round-trip time and packet loss rate between hosts.

To make a ping check, proceed as follows:

1. Define the ping host.
In the IP Address text box, you can set the IP address i.e. 192.168.0.222, for the host you
wish to ping.

2. Click Submit button.
The output of the ping check will be displayed in the Ping Check Results area.

The traceroute program is a computer network tool used to determine the route taken by packets
across an IP network. It lists the IP addresses of the routers that were involved in transporting the
packet. If the packet's route cannot be determined within a certain time frame, traceroute will report
an (???) instead of the IP address. After a certain number of failures, the check will end. An
interruption of the check can have many causes, but most likely it is caused by a firewall along the
network path that blocks traceroute packets.
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To trace a route, proceed as follows:

1. Specify the IP address.
Enter the IP address (i.e. 79.99.71.65) of the host for which you want to determine the route.

2. Click Start.
The output of the traceroute will be displayed in the Traceroute Result area.

The program dig (short for Domain Information Groper) is a network tool for interrogating DNS name
servers. It performs DNS lookups and displays the answers that are returned from the name server(s)
that were queried.
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To make a DNS lookup, proceed as follows:

1. Specify the hostname.
Enter the hostname of the host for which you want to determine DNS information.

2. Select Verbose.
Select this option to generate lengthy output showing more information.

3. Click Submit.
The output of dig will be displayed in the DNS Lookup Results area.

Generate test requests

You can test your system using the normal client software that users will employ, such as a web
browser. Tools like HTTPFox and Firebug (addons to the Firefox browser) are very useful when
inspecting the request and response flow between the client and Ishlangu appliance.

cURL is a computer command-line tool for testing common Internet protocols like HTTP and HTTPS.
For instance curl 192.168.0.181 will make a HTTP GET request to the IP address 192.168.0.181.

You can also use a network snooping tool such as Wireshark (http://www.wireshark.org/) to record
network traffic and assemble request and response sessions.

http://www.wireshark.org/
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Checking Automatic Ishlangu Appliance Fail-Over

If you have two or more Ishlangu appliances in a multi-node cluster, you can check that automatic
fail-over is working properly. Set up several Virtual IP Addresses in your cluster which are used by
several proxy servers to provide a service. Check that you can successfully make requests to those
virtual IP addresses. You can do this by entering the IP addresses into your browser. 

Now pick an appliance that has the virtual IP addresses bound to it and pull out all the network
cables on that machine. If you are running a virtual appliance, then modify the virtual appliance's
settings, setting the network interface's connected state to Disabled. The IP addresses will float to
another machine which will assume the responsibility of managing the traffic for those IP addresses.
Try browsing to the virtual IP address you tested above and check that you still receive content. You
may need to refresh the page in your browser to ensure that it is not using cached content.

Checking Automatic Back-End Server Fail-Over

To check the Ishlangu appliance's ability to automatically fail-over back-end servers you will need at
least two back-end application servers in the server farm. Otherwise there will be no machines for the
Ishlangu appliance to fall back on. You can test fail-over by pulling out the network cable on one of
the back-end machines; or you can manually stop the service running on the back-end. Verify that
nothing is then listening on that port on the back-end server.

Try to use the selected service through the Ishlangu appliance. Make a web page request for the
proxied service. If at least one back-end server is available to fulfill your request it should succeed. 

16.2 Common Problems

Connection refused

The most common configuration error for Ishlangu appliances is a bad DNS setup mapping, the
external name to the external IP address for your Ishlangu appliances. If you receive a "Connection
Refused" message when connecting to your server through an Ishlangu appliance, using a DNS
name, it is likely that your DNS is not configured correctly.

To check your DNS configuration, you can use the host or nslookup commands:

$ host www.tomthumb.com

www.tomthumb.com has address 23.67.218.185

www.tomthumb.com has address 23.67.218.185

www.tomthumb.com has address 23.67.218.185

Verify that your Ishlangu appliances are listening on the virtual IP addresses that translate to this
external IP address.

Inappropriate Virtual IP Addresses configured

If you configure a virtual IP address, the Ishlangu appliance will make a number of checks to ensure
that the virtual IPs you configure are sensible. However, you should also double-check that they are
appropriate for your current network configuration. Common errors include selecting virtual IP
addresses that do not lie in the subnets used by the Ishlangu appliance, or IPs that are not routable
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from other networks.

Service Returns Error 502

If on testing your Ishlangu-managed website you only get errors of the type 502 Bad Gateway, this
may be because there is no request rule, configured in the proxy server, that defines the server farm
the traffic is supposed to be routed to. If none of the configured request rules of a proxy do not make
a proper routing decision such as responding directly to the client or deciding on what server farm
the request should be routed to, the proxy server will reject the request with a "502 Bad Gateway"
error message.

To resolve this issue, ensure that at least one of the request rules configured, selects a server farm
or responds to the client request directly.

Web Server Returns Error 400

If on testing your Ishlangu-managed website you only get errors of the type 400 Bad Request, this
may be because the back-end server you are trying to access has not been configured to accept
any other host headers (or aliases). In order to resolve this problem you can add a rule to set the
right host header:

http.setHeader(true, "Host", "www.thesite.com");

Wrong port number configured

Another common problem is the wrong port number being serviced. If, for instance, your back-end
web servers are running on a port other than TCP 80, you will need to ensure the back-end server
connection has that port defined in it's configuration. You do not have to assign that same port
number to the proxy server that is publishing your website. You can still set your website's port to
run on TCP 80 for HTTP or TCP 443 for HTTPS. Ishlangu will handle the mapping of the different
ports. 

Service Returns Error 413

If on testing your Ishlangu-managed website you get errors of the type 413 Entity Too Large, when
uploading files to your website, this may be because the file you are uploading is larger than the Max
Content Length setting in the proxy server managing your website. By default, the proxy server is
configured to accept up to 2MB of uploaded data in a client request. Any request that exceeds this
limit will receive a 413 Entity Too Large error message. If you require support for large file uploads,
simply edit the proxy server that is managing your website traffic. Modify the Max Content Length
setting in the Advanced section. 

16.3 Getting Help

If you need to contact a technical support engineer, please include a Technical Support Request
(TSR) as an attachment to your problem report.The technical support request contains your recent
log files, configuration, system activity and a variety of internal information to help Shaka technical
support diagnose your issue. You can download the TSR by navigating to Support >> Diagnostics
page in the Ishlangu appliance you are having issues with. 

Shaka Technologies offers a comprehensive range of customer support services for it's security
solutions. All support cases are processed via the Shaka Technologies Customer Portal. You may
open a support case via a web form by clicking on the Submit a new ticket button. Only customers
with a valid Maintenance Agreement for the licensed software can use our Support Service.
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17 Further Resources

17.1 Ishlangu Manuals

Your application management system includes an Installation and Getting Started Guide,  which
is  intended to get  you up and running quickly.  There is  also a full  manual for the uControl  
rules language.

You can access these manuals  via  the  Admin  Console  by  navigating  to  Support  >>  Manuals  or
download the most recent versions from the Shaka Documentation Portal:

http://docs.shakatechnologies.com/ishlangu

17.2 Online Help

Click on the Help button on any page of the Admin Console to see detailed help information for that
page. The left-hand navigation menu, allows you to easily navigate the help text. The help text
search facility will help you find specific items.

The Application Security >> Rules >> Rule page also has a link to the 
Reference Guide, a quick reference guide to all available functions.

17.3 Shaka Websites

For more information about  Shaka Technologies  and its  products,  please visit  our website at  http://
www.shakatechnologies.com

Shaka provides several resources to ensure you have everything needed to effectively  use Ishlangu.
The following web-based resources are available:

http://support.shakatechnologies.com. The main Shaka support  portal for all  Shaka products.
This portal provides the following useful tools:

o Support  case management - Get  support  for  Shaka  products  from  Shaka  Technologies

dedicated support.
o Knowledge base - Stores a lot of example configurations and troubleshooting tips.

o Community forums - Community led support and troubleshooting tips.

http://help.shakatechnologies.com. The up-to-date online context-sensitive help system. 

http://docs.shakatechnologies.com  The  Shaka  product  documentation  site.  All  up-to-date
PDF versions of all Shaka documentation.

18 Glossary

A

Action

A response to a request or response that has been identified by the specific firewall policy shield
as being malicious.  An  example  of  an  action  would  be  dropping  the  traffic  and  connection  or
logging to the system's security log.

Admin Console

http://docs.shakatechnologies.com/ishlangu
http://www.shakatechnologies.com
http://www.shakatechnologies.com
http://support.shakatechnologies.com
http://help.shakatechnologies.com
http://docs.shakatechnologies.com
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The web-based administration interface for Ishlangu, accessed through a browser.

Application Firewall

See also: Ishlangu Application Firewall.

Audit Log

An audit log of users' activities for the Ishlangu. These can be viewed in the Logs & Reports >>
View Logs >> Audit Logs tab.

B

Back-end IP address

The IP address which a Ishlangu unit uses to communicate with a back-end or real server.

Buffer Overflow

A malicious attack on an application,  which tries  to overflow an application's  internal buffer with
excessive data,  enabling it  to  run  a  remote  shell  on  the  machine  and  gain  the  same  system
privileges granted to the application being attacked. 

C

Certificate authority

A recognized authority which independently signs SSL certificates.

Certificate signing request(CSR)

A  request  created  from  a  self-signed  certificate.  You  can  submit  the  CSR  to  a  certificate
authority to get it signed by them.

CIDR IP subnet

A Classless  Inter-Domain Routing (CIDR) IP subnet  includes a standard 32-bit  IP  address  and
additional  information  on  how many  bits  are  used  for  the  network  prefix.  For  example,  in  the
CIDR IP subnet "192.168.0.1/24" the "/24" indicates that the first 24 bits  are used to identify  the
unique network  prefix  and  the  remaining  8bits  identify  the  specific  host.  Alternatively  you  can
specify a CIDR IP subnet using a subnet mask "192.168.0.1/255.255.255.0".

Cluster

A group of Ishlangu units which share the same configuration.

Clustering

The  act  of  grouping  Ishlangu  units,  in  order  to  achieve  high  availability  and/or  application
scalability.

Cookie

A small item of data given to a client by a server. The client stores the data and provides it to the
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server on subsequent requests. Cookies can be used to track  client  data such as  stick  session
maps.

Cookie Tampering

Cookie tampering or cookie  poisoning  involves  the  modification  of  the  contents  of  a  cookie  in
order  to  bypass  security  mechanisms.  Attackers  conducting  cookie  tampering  can  forge
cookies to gain unauthorized information about another user and steal their identity. 

CPU

The Central Processing Unit (CPU) is the hardware within a computer system which carries  out
the instructions of a computer program by performing the basic  arithmetical,  logical  and  input/
output operations of the system.

CSRF

A cross-site request forgery (CSRF) is a type of malicious exploit  of a web application,  whereby
unauthorized commands are transmitted from a user that  the  website  trusts.  Unlike  cross-site
scripting  (XSS),  which  exploits  the  trust  a  user  has  for  a  particular  web  application,  CSRF
exploits the trust that a site has in a user's browser.

D

Denial of Service attack

A  malicious  attempt  to  prevent  legitimate  use  of  a  service,  often  by  flooding  a  network  or
disrupting connectivity between machines.

Distributed Denial of Service attack

A Denial of Service attack  which comes from a group of machines;  these machines have often
been compromised by worms or viruses.

DMZ (Demilitarized zone)

This  zone  sits  between  the  internal  network  and  the  Internet,  and  often  holds  your  externally
available servers.

DNS

The domain naming system  (DNS)  stores  and  associates  many  types  of  the  information  with
domain names,  but  most  importantly,  it  translates  domain names (computer hostnames)  to  IP
addresses. 

E

EC2

Amazon's Elastic Compute Cloud.  EC2 allows quick  deployment  of virtual machines (known as
instances) in Amazon's externally managed data center.

EC2 Instance
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A  virtual  machine  that  is  created  within  the  EC2  cloud.  Shaka  Technologies  provides  pre-
packaged instances of its software that can be easily created on demand.

EC2 Management Tool

A program or web service  that  interacts  with  the  Amazon  Web  Services  API,  allowing  you  to
create and manage EC2 instances.

ECC

Elliptic  Curve  Cryptography  (ECC)  is  an  approach  to  public-key  cryptography  based  on  the
algebraic structure of elliptic curves over finite fields. 

Event Log

The log of events within the Ishlangu unit. These are graded as INFO, WARN or ERROR, and
can be viewed within the Logs & Reports >> View Logs >> Event Log as well as on the
Dashboard.

F

Fail-over

The act of taking on a failed machine's load by other machines in the cluster.

Fault tolerance

The ability  of a cluster or server farm to cope with failure of one or more of  its  servers,  without
interruption to the service.

H

Health monitoring

The process by which heath of Ishlangu units and real servers is tracked, so that requests will
not be sent to a failed machine.

HTTP response splitting

HTTP  response  splitting  is  a  form  of  web  application  vulnerability,  consisting  of  making  the
server print a carriage return (CR, ASCII 0x0D) line feed (LF,  ASCII 0x0A) sequence followed by
content  supplied  by  the  attacker  in  the  header  section  of  its  response,  typically  by  including
them as input  fields  sent  to  the  application.  Per  the  HTTP  standard  (RFC 2616),  headers  are
separated by a CRLF and the response's headers are separated by its body by two. Therefore,  a
vulnerable application allows the attacker to set  arbitrary  headers,  take  control  of  the  body,  or
break the response into two or more separate responses.

I

Instance

See also: EC2 Instance
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Intermediate Certificate

As well as  issuing SSL Certificates,  a Trusted Root  CA certificate can also  be  used  to  create
another certificate, which in turn will then be used to issue SSL Certificates. As the Intermediate
Certificate is  issued by the Trusted Root  CA, any SSL Certificates  issued  by  the  Intermediate
Certificate inherits the trust of the Trusted Root - effectively creating a certification chain of trust.

IPv4

A network  layer protocol that  is  the fourth revision on the  development  of  the  Internet  Protocol
and the first version of the protocol to be widely deployed. Together with IPv6,  it  is  at  the core of
standards-based inter-networking methods of the Internet.

IPv6

A network  layer protocol that  is  expected to supersede  the  current  protocol,  IPv4.  Its  features
include a bigger range of addresses, higher security and further advantages.

Ishlangu Application Firewall

One of the main functions of Ishlangu,  the Ishlangu Application Firewall is  a powerful,  proactive
and scalable security  solution.  Its  hybrid security  model  ensures  business-critical  applications
are even more secure from malicious attacks and protects  personal and financial information.  It
also provides compliance with the Payment Card Industry Data Security Standard (PCI DSS).

J

JKS

A Java KeyStore (JKS) is a repository  of security  certificates,  either authorization certificates  or
public key certificates - used, for instance, in SSL encryption.

K

Keystore

A repository  of security  certificates,  either authorization certificates  or  public  key  certificates  -
used, for instance, in SSL encryption.

L

LDAP injection

LDAP  injection  is  an  attack  used  to  exploit  web  based  application  that  construct  LDAP
statements  based on user  input.  An  attacker  could  possibly  modify  LDAP  statements,  which
could  result  in  the  execution  of  arbitrary  commands  such  as  granting  permissions  to
unauthorized queries, and content modification inside the LDAP tree.

Load balancing

The distribution of requests  among a number of back-end real servers,  so that  every  request  is
dealt with as quickly as possible.
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M

MAC address

A  Media  Access  Control  address  (MAC  address)  is  a  unique  identifier  assigned  to  network
interfaces for communications on the physical network segment. 

MIME types

Multipart  Internet  Mail  Extensions.  Names  for  the  type  of  data  being  transferred,  e.g.
'application/pdf' for PDF files. Although this standard started out in email applications it has been
widely adopted by other internet technologies such as web servers.

Monitor

A regular test which is used to track the health of a server farm.

N

Name server

A  name  server  is  a  server  that  implements  a  name  service  protocol.  It  will  normally  map  a
computer-usable identifier (e.g. IP address) of a host,  to a human-usable identifier for that  host.
For  example,  a  Domain  Naming  System  (DNS)  server  might  translate  the  domain  name
www.shakatechnologies.com to the IP address 91.135.13.136

Negotiate Authentication

A suite of authentication protocols, commonly referred to as Integrated Windows Authentication,
which facilitates the automatic authentication of connections between Microsoft Internet
Information Services, Internet Explorer and other Active Directory aware services.

Network Time Protocol 

A  networking  protocol  for  clock  synchronization  between  computer  systems  over  packet-
switched data networks.

NTLM Authentication

NTLM is a suite of Microsoft security protocols that provides authentication, integrity and
confidentiality to users. NTLM is the success to the authentication protocol in Microsoft LAN
Manager.

O

OS Command Injection

An OS command injection attack  occurs  when  an  attacker  attempts  to  execute  system  level
commands through a vulnerable application.  Applications  are  considered  vulnerable  to  the  OS
command injection attacks if they utilize user input in a system level command.

http://www.shakatechnologies.com
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P

Proxy Server

The interface between Ishlangu and the Internet. A proxy server manages on of your services. It
receives a request from the Internet and, potentially after SSL-Offloading them and applying

See also: Server Farm

R

RAM

Random  Access  Memory  (RAM)  is  a  form  of  computer  data  storage.  A  type  of  computer
memory that can be accessed randomly; that is,  any byte of memory  can be accessed without
touching the preceding bytes.  RAM is  the most  common type of memory  found  in  computers,
servers and network appliances.

Real Server

A back-end server with an associated port, which receives requests sent to it by an Ishlangu
unit.

Regular Expression

A regular expression provides a concise and flexible means to "match" strings of text,  such as
particular  characters,  words,  or  patterns  of  characters.  Ishlangu  uses  regular  expressions  to
enforce input field validations. 

Remote code inclusion

Remote  code  inclusion  or  remote  file  inclusion  is  a  type  of  vulnerability  most  often  found  on
websites.  It  allows  an  attacker  to  include  a  remote  file,  usually  through  a  script  on  the  web
server.  The vulnerability  occurs  due to the use  of  user-supplied  input  without  proper  validation.
This could lead to code execution on the web server, data theft/manipulation, denial of service or
code execution on the client-side,  which can lead to other attacks such as  cross-site scripting
(XSS).

Round-Robin DNS

Round-robin DNS works by responding to DNS requests not only with a single IP address,  but  a
list  of  IP  addresses  of  several  servers  that  host  identical  services.  The  order  in  which  IP
addresses from the list  are returned is  the basis  for the term round-robin.  With each response,
the IP address sequence in the list is permuted.

S

Server-side include injection

Server-side include injection allows an attacker to send code to a web application that  then gets
executed by  the web server.  Doing so enables  the attacker to achieve similar results  to cross-
site scripting (XSS).
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Server Farm

A logical group of real servers. When a proxy server assigns requests to a server farm, it load-
balances them across the nodes.

See also: Proxy Server

Session Hijacking

Session hijacking is  the act  of taking control of a  user  session  after  successfully  obtaining  or
generating an authentication session ID.  Session hijacking involves an attacker using captured,
brute force or reverse-engineering to seize control of a legitimate user's application session while
that session is still in progress.

Single sign-on

Is a property of access control of multiple related, but independent software systems. With this
property a user logs in once and gains access to all systems without being prompted to log in
again at each of them.

SMTP

Simple Mail Transfer Protocol (SMTP) is  an internet  standard for e-mail transmission across IP
networks. E-mail servers use SMTP to send and receive mail messages. E-mail clients  typically
use SMTP for sending messages to a mail server for relaying.

SQL Injection

SQL injection  is  an  attack  used  to  take  advantage  of  non-validated  input  vulnerabilities  in  an
application,  by  passing  SQL  commands  through  application  input  for  execution  by  the
application's  backend  database.  Attackers  take  advantage  of  the  fact  that  programmers  often
chain together SQL commands  with  user-provided  parameters,  and  can  therefore  embed  SQL
commands inside these parameters.  The result  is  that  the attacker can execute  arbitrary  SQL
queries  and/or commands on the backend  database  server  through  the  application  in  order  to
steal sensitive information.

SPDY

SPDY is an open networking protocol developed primarily at Google for transporting web
content. SPDY augments HTTP which aims to reduce web page load latency and improve web
security. SPDY achieves reduce latency through compression, multiplexing and prioritization.
Client implementations of SPDY are available in both Google Chrome/Chromium, Mozilla Firefox
and Opera browsers. As of July 2012 SPDY is an open de facto standard, HTTP/2 draft has
officially used SPDY as the working base for it's specification.

U

uControl Script

The scripting language used to write rules to manipulate and route application traffic.

V
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Virtual IP

Virtual IP address (VIP) is  an IP address assigned to one or more  Ishlangu  units  in  a  cluster.
Incoming  data  packets  are  sent  to  the  VIP  address  which  are  routed  to  the  actual  network
interface of the MASTER node in the cluster.

W

WCO

Web Content  Optimization  is  the  process  of  increasing  the  speed  in  which  web  pages  are
downloaded and displayed on the user's web browser.

X

XSS

Cross-site scripting (XSS) is  an attack  that  takes advantage of a website vulnerability  in  which
the site displays content that includes un-sanitized user-provided data. For example, an attacker
might place a hyperlink with an embedded malicious script  into an online discussion forum. The
purpose  for  the  malicious  script  is  to  attack  other  forum  users  who  happen  to  select  the
hyperlink. For example it could copy all user cookies and send them to the attacker.
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